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Abstract

Video Recommendation Based on Object Detection

Selma September Jessie Nyberg

In this thesis, various machine learning domains have been combined in order
to build a video recommender system that is based on object detection. The
work combines two extensively studied research fields, recommender systems
and computer vision, that also are rapidly growing and popular techniques on
commercial markets. To investigate the performance of the approach, three
different content-based recommender systems have been implemented at
Spotify, which are based on the following video features: object detections,
titles and descriptions, and user preferences. These systems have then been
evaluated and compared against each other together with their hybridized
result. Two algorithms have been implemented, the prediction and the top-
N algorithm, where the former is the more reliable source for evaluating the
system's performance.

The evaluation of the system shows that the overall performance scores for
predicting values of the users' liked and disliked videos are in the range from
about 40 % to 70 % for the prediction algorithm and from about 15 % to 70 %
for the top-N algorithm. The approach based on object detection performs
worse in comparison to the other approaches. Hence, there seems to be is a
low correlation between the user preferences and the video contents in terms
of object detection data. Therefore, this data is not very suitable for describing
the content of videos and using it in the recommender system. However, the
results of this study cannot be generalized to apply for other systems before
the approach has been evaluated in other environments and for various data
sets. Moreover, there are plenty of room for refinements and improvements 
to the system, as well as there are many interesting research areas for future
work.
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Sammanfattning

I denna studie har flera forskningsområden inom maskininlärning knutits
samman i syfte att bygga ett rekommendationssystem, baserat på objektde-
tektion i videofiler. Studien kombinerar därmed två aktiva forskningsområ-
den, det vill säga datorseende och rekommendationssystem, vilka också är
två snabbt växande och populära tekniker inom kommersiella marknader.
Forskningen syftar vidare till att undersöka hur effektivt data från objektde-
tektioner kan beskriva videoinnehåll för att genera rekommendationer.

För att undersöka detta har tre olika rekommendationssystem byggts på
data från streaming företaget Spotify. De tre systemen bygger på följande
tre videoattribut: objektdetektioner, titlar och beskrivningar samt använ-
darpreferenser. De olika systemen kan evalueras separat eller genom deras
kombinerade resultat. Algoritmen som används för att förutsäga och predik-
tera data bygger på klassificeringsmetoden k-nearest neighbors. Systemet har
evaluerats via metoden k-fold cross-validation och genom att mäta genom-
snittet av olika prestationsmått, så kallade accuracy, precision, recall och
F-measure. En förenklad algoritm som producerar top-N recommendationer
har också implementerats i syfte att visualisera resultaten och samtidigt vara
en sekundär källa till evaluering av systemet.

Resultaten visar att alla de implementerade systemen, vilka predikterar vär-
den för vilka videor som användare anses tycka om eller inte, generellt sätt
presterar med en genomsnittlig prestanda på mellan 40 % och 70 % för pre-
diktions algoritmen och mellan 15 % och 70 % för top-N algoritmen. Orsaken
till att en högre prestanda inte uppnås kan förklaras bland annat med att
mängden träningsdata är liten, vilket gör att prediktions algoritmerna inte
fungerar så bra. Vidare presterar metoden baserad på objektdetektion sämst
i förhållande till de andra och den bidrar dessutom inte till någon förbättrad
prestation av det kombinerade systemet.

Det finns därmed en låg korrelation mellan data från objektdetektioner och
användarnas preferenser, vilket innebär att dessa attribut ger mindre bra be-
skrivningar av videoinnehållet för att kunna användas effektivt i rekommen-
dationssystemet. Däremot är resultaten inte generaliserbara eller statistiskt
pålitliga då metoden inte har testats i flertalet olika miljöer och i system
med annan data. Studien påvisar samtidigt att det finns potential för för-
bättringar av systemet, samt en stor mängd intressanta forskningsområden
för vidare forskning och framtida studier.
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1 Introduction

At the same time as personalized recommender systems are emerging within
all kinds of industries and markets [1], [2], the same applies to deep learning
and computer vision techniques, such as image recognition [3]. Recommender
systems are techniques or programs in which most relevant and appropriate
items (products or services) are supposed to be recommended to users (indi-
viduals or businesses). In order to do this, information related to the items,
users and previous interactions between these two are usually analyzed by
algorithms [1, Ch. 1] [4]. However, the research results from the computer vi-
sion area also can be interesting in the recommender systems domain, where
defining the most appropriate representation of video contents actually is a
shared research area between the two fields [5]. However, these fields have
been extensively studied but the combination of them has been marginally
explored.

In June 2017, Google released the TensorFlow Object Detection API [6],
[7], which uses deep learning and image recognition techniques to automati-
cally detect objects (e.g. humans, cars, dogs) in images or video files. This
has opened many new and interesting research opportunities, one of them
which this thesis aims to take advantage of. In this work, a video recom-
mender system that uses object detection to extract visual video features
has been implemented and studied in a way that has not yet been examined
in any other work. The features (or attributes) are usually inputs to machine
learning algorithms that learns from data in order to predict values of new
unobserved data [8]. The thesis further aims to investigate the performance
of the approach where object detection features are used in the recommender
system. The underlying hypothesis is that there might exist a correlation be-
tween visual objects in the videos and the user preferences. If this is the case,
these video features would lead to better recommendation results.

All the data used in this project derives from Spotify [9], a high tech music
streaming company that also provides video contents in form of advertise-
ments and episodes. Due to the fact that videos currently are not the main
focus at the company, no previous video recommender systems have been
built at Spotify. The implemented system is therefore unique for both the
approach based on object detection and for the specific dataset at Spotify.
This has made the work in this thesis interesting, as well as challenging.
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1.1 Problem Definition

The aim of this thesis is to investigate the performance of a recommender
system where object detection is used to extract visual video features. Since
there exists no previously implemented recommender systems at Spotify for
benchmarking results, it has been essential to examine the problem by imple-
menting multiple recommender systems based on different approaches and
features that can be evaluated and compared against each other. This leads
to the following problem definition:

How does a recommender system perform when it is based on visual video
features extracted through object detection in comparison to when it is based
on other video features such as textual, aural, collaborative or other visual
features?

1.2 Thesis Content and Structure

The content in this thesis builds upon three concepts that have been im-
portant during the research and system implementation: (i) data collection,
analysis and processing, (ii) object detection and (iii) recommendation.

Data collection, analysis and processing were performed throughout the whole
implementation process. Regarding data collection, a main challenge has
been to locate and retrieve raw video files since these are rarely used for
streaming purposes. Next challenge was to collect the object detection data
by building a program that is capable of processing large sets of video files.
The main difficulty here has been to compromise the computational effective-
ness of processing videos with the achieved accuracy and quality in the detec-
tion results. To implement the recommender algorithm, data from various
sources were combined together with various machine learning algorithms.
Even though there exists a variety of work regarding recommender systems
in general, the implementation has been challenging since no previous video
recommender systems has been built at Spotify. Furthermore, the company’s
general knowledge about recommender systems (e.g. music) did not exist at
the Swedish Spotify offices, which has implied little external guidance during
the implementation process.
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Section 2 provides background information into various machine learning do-
mains, such as image recognition and recommender systems, that are the
fundamental basis of this study. Section 2 also presents related work and
the in this study implemented recommender system. Section 3 describes the
data sources and their collection process followed by Section 4 that elaborates
upon the feature preprocessing and extraction steps. The recommendation
algorithm together with its evaluation, improvements and limitations is pre-
sented in Section 5. Results are presented in Section 6, which follows by a
discussion of the results in Section 7. The conclusion and summary, together
with future research is provided in Sections 8 and 9. Technical details about
the system implementation, such as the application structure and architec-
ture, the used frameworks, libraries and programming languages, and details
about the application scripts such as the object detector program and its
detected object categories can be found in Appendix A, B and C.
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2 Background

This section starts with an introduction to the basics of machine learning
followed by more in depth knowledge about deep learning techniques, such as
image recognition and natural language processing. After this, recommenda-
tion techniques and evaluation approaches will be presented. Finally, related
work is discussed and the section ends with a presentation of the in this thesis
implemented system.

2.1 Machine Learning

Machine learning is a computer science field, which is part of the artificial
intelligence (AI) domain, and that powers computers with the ability to
learn from data, i.e. improve performance on a task without being explicitly
programmed [10]–[13]. The technology covers many fields and applications
of modern society. It is for example used to identify objects in images,
transcribe speech into text, to match items (e.g. news, posts or products)
with user interests and to sort search results by relevance [3]. There are
in general two major machine learning concepts that are worth describing
before continuing into more in depth techniques: the supervised and the
unsupervised learning problems.

2.1.1 Supervised Learning

In supervised learning problems, the primary objective is to model the rela-
tionship between a set of observable input variables xxx = (x1, x2, ..., xf ), where
f is the number of features, and another set of related output variables Y .
An algorithm is used to build a model that learns to map from these fea-
tures to the output variables by analyzing underlying data characteristics.
The automatic model building process is done during a training phase based
on the so called training data [8], [12], [14]. Typically, building an accurate
model requires large amounts of training data to learn from, such as data sets
with thousands or millions of data points [15]. The resulting model can then
correctly predict output variables for new unobserved data. Nevertheless,
the required data size for achieving high performance is usually very case
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specific. The supervised method is named after having the correct answers
(output variables) to the problem [8].

Supervised learning problems can further be divided into regression and clas-
sification problems. In regression problems, the output variable is a numerical
value while in classification problems, it is a category or class (e.g. red or
blue) [8], [12], [14]. The k-nearest neighbors classifier is one of the most fun-
damental classification models that also is used in this thesis and elaborated
in Section 2.1.3. There are also different model variants, such as linear or
non-linear models, where the linearity depends on the shape of the decision
boundary that separates the classes [16]. Models can also be parametric and
non-parametric, where the former has a fixed number of parameters and the
latter has parameters that grows with the training data size [17, p. 737].
These kinds of model characteristics affect the model’s complexity and flex-
ibility, and thereby its ability to perform accurately [8], which is elaborated
in Section 2.1.4.

2.1.2 Unsupervised Learning

Unsupervised learning are problems that contain only input data xxx and no
corresponding output variables Y . The desired outcome is to model the un-
derlying data structures and analyze or discover patterns or interesting char-
acteristics in these. The method is called unsupervised, because it does not
have any correct answers (output variables) to the problem [12], [18].

There are a variety of unsupervised learning methods, such as clustering, as-
sociation rules and dimensional reduction techniques. Clustering is based on
discovering groups within the data, while association rules is about describing
rules that apply to the majority of the data, for example people buying item
A also tends to buy B [12], [18]. Dimensional reduction does on the other
hand aim to represent the data in a lower dimensional feature vector while
keeping its main characteristics. Principal component analysis (PCA) is one
of these methods. It analyzes correlations between variables and reduces the
dimensionality only where strong correlations exist. In other words, it finds
the directions of maximum variance and projects it onto smaller dimensional
subspaces while retaining most of the information [8], [19]. In this work,
PCA has been used during the preprocessing and feature extraction step as
elaborated in Section 4.
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2.1.3 K-Nearest Neighbors

The k-nearest neighbors (k-NN) classifier is one of the most fundamental
classification models. It is both non-linear and non-parametric, and the
algorithm is straightforward. A distance (or similarity) function is used to
define the k closest neighbors to a new (or test) data point. The data point is
then classified according to majority voting among those k neighbors. More
formally, the distance from the new data point xxx = (x1, x2, ..., xf ) and every
other data point xxx′ = (x′

1, x′
2, ..., x′

f ) in the training data is measured, where
f is the number of features. Then, xxx can be classified according to the
majority vote between the classes of its k nearest neighbors [20]–[22]. Some
of the most commonly used distance functions are the Euclidean, Manhattan
and Minkowski distances and the cosine similarity as defined in Equations (1)
to (4) [2] [1, p. 151].

Euclidean distance is based on the Pythagorean theorem and measures the
distance between two data points or vectors by calculating the square root of
the sum of the squared pair-wise distances of each dimension [23], [24]:

deuclidean(xxx,xxx′) =

√√√√ f∑
i=1

(xi − x′
i)2 (1)

Manhattan distance, named after the block-like layout of the streets in Man-
hattan, is related to the Euclidean distance and computes the shortest diag-
onal path between two data points based on gridlines [23], [24]:

dmanhattan(xxx,xxx′) =
f∑

i=1
|xi − x′

i| (2)

Minkowski distance is a generalization of the Euclidean (p=2) and Manhattan
distance (p=1) [23]:

dminkowski(xxx,xxx′) =
 f∑

i=1
|xi − x′

i|p
1/p

(3)
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Cosine similarity measures the angle between vectors without considering
their magnitude. It is computed by the dot product of two numeric vec-
tors, which is normalized by the product of the vector lengths to the range
[0,1] [23]:

cos(xxx,xxx′) = xxx · xxx′

||xxx|| · ||xxx′||
(4)

The cosine similarity is usually used within the text domain, applied to word
or paragraph vectors as elaborated in Section 2.2.3, because of its ability to
adjusts to different documents lengths [1, p. 151]. Functions that measure
magnitudes (e.g. Euclidean distance) can produce very different results due
to the varying magnitudes of the values. However, if data is normalized
before computing distances, the results from both metric types have shown
to become very similar [25], [26]. In this work, the cosine similarity has been
used for distance calculations.

2.1.4 Preprocessing and Feature Extraction

For any machine learning problem, it is important to process data before
learning models. This implies handling and treating values that would other-
wise prevent the algorithm from performing in its full potential. Some aspects
to consider is how to treat missing values, scale data and remove irrelevant
features or noise data (e.g. wrong or unlikely values) [8] [27, p. 4].

Feature scaling is important since different scales between values normally
interfere with some objective functions and disable them from working prop-
erly, such as the distance calculations in the majority of the classifiers. Fea-
ture scaling can typically be done via standardization or normalization tech-
niques. Standardization rescales values into zero means and unit variances,
while normalization scales values into a defined range such as [0,1] [24], [28].
The L1-, L2- and L∞-norms are commonly used within machine learning
contexts, where the Lp-norm is their generalization. These norms are related
to the distance metrics presented in Equations (1) to (3). The L2-norm (or
Euclidean norm) scales the normalized vector into unit length [29], which
has been applied during the normalization step in this study as described
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in Section 4. These formulas are defined in Equations (5) to (8), where
xxx = (x1, x2, ..., xn) is a n-dimensional vector [30].

L1-norm: ||xxx||1 =
n∑

i=1
|xi| (5)

L2-norm: ||xxx||2 =
√√√√ n∑

i=1
(xi)2 (6)

L∞-norm: ||xxx||∞ = max(|xi|) (7)

Lp-norm: ||xxx||p =
(

n∑
i=1
|xi|p

)1/p

(8)

When computing distances between data points, the distance will be domi-
nated by the particular features that has values with wider variations. There-
fore, normalization is important to ensure that each feature contributes more
or less equally to the final distance measure [21], [24], [28]. PCA is another
case when normalization is important since PCA analyses variances in the
feature components. If one component varies more than the other (e.g. hu-
man weight versus height), PCA might define it as the direction of maximal
variance, even though one unit change in height (meter) might be more im-
portant than one unit change in weight (kilogram) [28].

Another problem is related to high dimensional features containing irrelevant
or noisy data, which can influence the results negatively because they inter-
fere with the predictive features and prohibit them from working properly.
This concept is often referred to as the curse of dimensionality [8], [31], which
can be prevented through dimensional reduction techniques, such as PCA,
or by applying feature selection or weighting techniques. In feature selec-
tion, attributes are either included or excluded depending on their relevance,
whereas in feature weighting they are given different weights depending on
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their importance [1, p. 143]. In particular, the k-nearest neighbors algo-
rithm is very sensitive to varying scales and irrelevant features, and would
not work properly without these preprocessing steps [20] [27, p. 12]. It is also
confirmed that classification algorithms tend to perform better with feature
dimensions that are lower than the number of data points in the training
dataset [32].

The class imbalance problem is another issue, which is important to consider
during the data preprocessing step. The imbalance can lead to overestimated
accuracy scores, which reflects the underlying imbalanced class distribution.
Consider a problem where only 1 % of the classes are negative. The learn-
ing model would classify all new data points to the positive class. This
would give a high accuracy of 99 %, wheres the model fails to classify the
negative classes, and thus, the model lacks the ability to generalize. This
phenomenon typically occurs within classification problems, where accuracy
according to to Equation (16) in Section 2.3.9 is the most commonly used
evaluation metric. In addition to plain accuracy, there are some other met-
rics that could be used to reveal this issue, such as precision, recall and
F-measure, that are presented in Section 2.3.9. Furthermore, undersampling
or oversampling could be applied before the learning phase to establish bal-
anced classes. Undersampling is when values are randomly removed from
the dominating class. Oversampling is when new values are simulated in
order to represent the under-balanced class. Nevertheless, some algorithms
are designed to automatically handle the imbalance problem, although the
k-NN algorithm is not one of them. There are also other techniques such
as cost-sensitive learning and boosting approaches [22], but these are not
elaborated in this thesis.

The concept referred to as overfitting is also important to consider and pre-
vent. Overfitting refers to when a model learns the training data structures
too well, and thus, it lacks the ability to generalize. It often occurs when
training data contains a larger portion of noise values, causing the model’s
inability to classify new data incorrectly. Thus, the model’s performance
on training data might appear to be very high, while the performance on
new data is very low. Larger training data sizes usually contains a smaller
portion of noise, which in turn leads to less overfitting. Overfitting is also
more common among models with increased flexibility, such as k-NN that
is both non-parametric and non-linear. Thus, very flexible models tend to
perform better on larger data sets [8]. Though, some models have parame-
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ters that can be tuned or adjusted in order to diminish the negative effects
of overfitting. The k-NN model has for example the neighbors parameter
k that can be increased in order to enhance the model linearity and reduce
its flexibility [33]. The opposite issue to overfitting, underfitting, is when a
model is too simple. Therefore, it fails to catch the complexity of the real
data structures and makes the model incapable of performing well [8].

Machine learning is a wide field that covers many other applications and
domains, such as deep learning and recommendation systems that are elab-
orated in the upcoming two Sections 2.2 and 2.3.

2.2 Deep Learning

Deep Learning algorithms are based on artificial neural networks (ANNs),
which are inspired by the structure and function of the brain. These networks
consist of multiple connected units or nodes, referred to as artificial neurons,
where each connected neuron can transmit signals from one to another [13,
pp. 245-47]. There are usually multiple network layers involved to represent
complex and abstract data structures. Deep learning algorithms have made
huge progress within domains such as image recognition and natural language
processing (NLP) [3].

Convolutional neural networks (CovNets or CNNs) is the currently domi-
nating technique within the image recognition field. It has been applied
with great success for detecting faces, objects and text in images or videos,
and is further applied in technologies such as autonomous mobile robots and
self-driving cars [3]. Within NLP, vector space models are usually used to rep-
resent words or documents in form of numeric vectors, which can be applied
in text analysis tasks (e.g. sentiment analysis) [34]. Another NLP technique
is recurrent neural networks (RNNs), which are better learners of sequential
data structures, and therefore, applied in fields such as speech recognition,
machine translation and generation of image captions [3]. However, RNNs
have not used in this study.
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2.2.1 Image Recognition

The idea behind image recognition simply builds upon supervised learning
and classification methodologies. Consider building a system for detecting
objects such as humans, cars and dogs in images. Firstly, a large set of images
containing each of these object categories has to be collected. Images can be
represented in numerical formats by their pixel values. The numeric pixels
are fed as input to a learning model, such as a CNN that passes it through
a series of layers and outputs a vector of scores, one for each object class. It
is desired that the correct class value has the highest score. Therefore, the
training phase applies an objective function to measure the error (or distance)
between the output scores and the actual scores. The model thereby adjusts
its internal parameters (or weights) in order to reduce this error. Typically,
there are hundreds of millions of these weights and hundreds of millions of
images involved during the training of the model. Therefore, training can
become very computationally expensive, time consuming and require high
memory machines [3].

However, the success of image recognition techniques has captured the in-
terest of many large high technology companies, such as Google, Facebook,
Microsoft, IBM, Yahoo!, Twitter and Adobe as well as of numerous start-ups
that are engaged in research and development, or provide products and ser-
vices to enhance the technology [3]. An example is TensorFlow [7], an open
source deep learning framework developed by Google. Since June 2017, there
is also an Object Detection API [6] that is part of TensorFlow.

2.2.2 Object Detection API

Object detection is basically a technique used to recognize and classify ob-
jects in images, based on a predefined set of object categories (or classes).
The Object Detection API [6] provided by TensorFlow, contains pre-trained
models that can detect 80 different object categories. The models are trained
on images from the COCO dataset [35], which contains a large number of
images for each object category. Some of these objects are humans, vehi-
cles, animals, sport equipments, foods and drinks, daily products and basic
furnitures. See Appendix A for the complete list of the object categories.
Although the number of categories are limited, the API supports training ad-
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ditional object categories, using external pre-trained models or even building
completely new once [6].

The default usage of the API provides new output images or videos with
bounding boxes painted around each detected object with a certainty thresh-
old of 50 % [6], as shown in Figures 1 and 2. These frames has been obtained
from an advertisement video of a Martini brand, which has been randomly
picked from the Spotify dataset for testing purposes.

Figure 1: Screenshot of the Object Detection API processing one video frame.
Each bounding box represents a detected object and its category is written
in the top left corner together with the detection certainty in percentage,
where a higher score represents a higher certainty. The different box colors
represent the different object categories.
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Figure 2: Screenshot of another processed video frame.

TensorFlow released five different pre-trained models as shown in Figure 3
that provide different trade offs between execution speed and accuracy. A
higher mean average precision (mAP) represents a more accurate model,
which has a cost of execution speed [36].

In this study, the pre-trained model faster_rcnn_resnet101_coco was used.
It is ranked as number four in speed in Figure 3. The model is quite accu-
rate but has a slower execution speed in comparison to the three faster and
less accurate models. The underlying model is CNN based and uses some
other techniques as well, which are not further elaborated in this study.
More details about the applied Object Detection API can be found in Ap-
pendix B.3.7.
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Figure 3: Screenshot of a table from TensorFlow [36] that contains the pre-
trained models provided by the Object Detection API. The table shows the
model speeds, mAP (mean average precision) and their outputs in form of
bounding boxes. The models are trained on the COCO dataset [35] with 80
object categories, see Appendix A.

2.2.3 Vector Space Models

As mentioned, RNNs are among the most popular techniques when it comes
to sequential learning of words, such as speech recognition. In other cases
where the order of words is irrelevant and only the similarity matters (e.g.
sentiment analysis), vector space models are more commonly used. Vector
space models can represent textual documents in form of numeric vectors, in
which similar documents are expected to be close to each other in the vector
space. This makes it possible to compare similarities between them [34].
However, there exists a number of different algorithms and techniques for
building vector space models.

In some techniques, documents are represented as bag of words together
with term frequencies. Here, the bag of words contains the extracted words
(terms) from the document, which are represented in an unordered list. A
feature vector is then created by setting each feature to a word (term), and
the feature’s value to the term weight or frequency. This approach, which
is not based on deep neural networks, is used by techniques such as term
frequency (TF), inverse document frequency (IDF) and the combined version
of these, which is denoted as TF-IDF [1, p. 145].
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Word2Vec (or Word Vectors) is a more advanced technique for building vector
space models. It is based on neural networks and was introduced by Mikolov
et al. [37]–[39]. The basic idea builds upon that the meaning of words can
be determined by looking at their surrounding context of words. When two
words occur in the same position in two or more sentences, they are likely to
be related to each other. There are two approaches within Word2Vec frame-
work, which are the continuous bag of words (CBOW) and the skip-gram
(SG) as shown in Figure 4. The CBOW model finds conditional probabil-
ities of a given word by looking at the surrounding words within a sliding
window of size k. Every word is mapped to a unique vector, represented by a
column in the matrix W . These vectors are usually concentrated or averaged
within some layers of the neural network in order to predict the next word
in a sentence. SG does the opposite to CBOW and predicts the surrounding
words of a target word based on a sliding window over the context. However,
the trained word vectors can then be used to compare similarities between
them [34], [37]–[40].

Figure 4: Illustration of the CBOW and SG models from the Word2Vec
framework for learning word vectors. In CBOW, the surrounding context
of three words (the, cat, and sat) is used to predict the fourth word (on).
Here, input words are mapped to the columns of matrix W and passed
through some layers of the neural network in order to predict the output
word. The SG framework does the opposite to CBOW and predicts the sur-
rounding words to a given target word. The figure is adapted from Le et al.
[41], Mikolov et al. [37], [39].

15



Doc2Vec (or Paragraph Vectors) is an elaborated version of Word2Vec, where
documents or paragraphs are represented as vectors instead of individual
words. There are two versions of the Doc2Vec framework that are referred to
as the distributed memory (PV-DM) and the distributed bag of words (PV-
DBOW). The PV-DM model works in a similar way as CBOW as shown
in Figure 5, where it additionally trains paragraph vectors together with the
word vectors, and thus, it memorizes the missing information from the cur-
rent context. In this model, every paragraph and every word is mapped to a
unique vector, represented by a column in the matrix D and W , respectively.
These vectors are then concentrated or averaged within some layers of the
neural network in order to predict the next word in the context. Figure 6
illustrates the PV-DBOW model, which works in a similar way as the SG
model. It predicts surrounding words that are randomly sampled from the
paragraph based on a sliding window. The word vectors are not stored dur-
ing the training process [41]–[43], and thus, training on large data sizes is
more efficient than for PV-DM models. After training, similarities between
the resulting paragraph vectors can be computed.

Figure 5: Illustration of the PV-DM model from the Doc2Vec framework for
learning paragraph vectors. This model is similar to CBOW, as presented
in Figure 4. Here, an additional reference to the paragraph ID is stored
in matrix D. This is together with the surrounding context of three words
used to predict the fourth word. The figure is adapted from Le et al. [41]
and Bilgin et al. [43].
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Figure 6: Illustration of the PV-DOW model from the Doc2Vec framework,
where paragraph vectors are trained in order to predict words based on a
sliding window around the context. The figure is adapted from Le et al. [41]
and Bilgin et al. [43].

2.3 Recommender Systems

This section presents the most fundamental concepts and techniques behind
recommender systems in general. The methods and metrics used to evaluate
recommender systems are also described.

Due to the overload of information in today’s modern society, recommender
systems have increased in popularly very quickly over the recent years [2].
They have a wide application within many areas, such as music, movies, news,
books, articles, search queries, social tags and other e-commerce products [1,
p. 26] [2]. Recommender systems are techniques or programs in which items
are to be recommended to users, where the goal is to recommend the most
relevant and appropriate items to users. In order to do this, the system aims
to accurately predict the users’ interests in or preferences for items, which
usually is based on analyzing information related to the items, the users and
the previous interactions between these two [1, Ch. 1] [4].
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The interactions can be either ratings or actions, which is used to is used to
represent the user preferences as elaborated in Section 2.3.2 [2]. This data is
referred to as the user preference data in this study. In most recommender
systems there is a user-item matrix that holds the user preference data.
In literature, this is often knowns as the user-item ratings or the ratings
matrix. Here, it will also be denoted as the user-video matrix. This matrix
P , contains rows with users u and columns with items i. The values of the
matrix represents the preferences of each user-item pair, denoted by pui. The
unobserved or missing values in the matrix are represented by nan, which
defines the items that the users have not yet interacted with. The missing
values are also those that the recommender system aims to predict estimated
preferences values of, which is here denoted as p̂ui [1], [2]. A simple 3 × 3
user-item matrix is illustrated in Table 1.

Table 1: Illustration of a simple 3 × 3 user-item matrix that contains the
users’ preferences for items expressed in liked (1), disliked (0) and not yet
interacted items (nan).

Item A Item B Item C
User 1 1 0 nan
User 2 0 nan 0
User 3 nan 1 nan

A major challenge for recommender systems in general is the data sparsity,
which means that only a small fraction of values in the user-item matrix
are known and the remaining values are missing. The underlying reason is
that users typically do not interact with a lot of the items that exist in the
system’s database. This implies the existence of small amounts of data that
the algorithm can learn from, which makes it difficult to predict accurately
and to produce high quality and robust recommendations [1], [2].

2.3.1 Phases of Recommender Systems

The phases of a recommender system can typically be divided into three parts
as illustrated in Figure 7. The first phase is data collection, which involves
gathering of user preference data. This is often retrieved via explicit or
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implicit feedback, see Section 2.3.2. Item and user related information, such
as item descriptions or keywords, can also be relevant to collect [2].

After data collection comes the learning phase, where an algorithm is applied
in order to explore and learn from the collected data. The algorithms are
usually based on various machine learning techniques and methods, such as
those that were presented in Section 2.1 [2].

The prediction and recommendation phase uses the learned data from pre-
vious step in order to produce a set of recommended items to a target user.
This is usually based on recommendation filtering techniques [2], which are
elaborated in Section 2.3.3. Here, prediction refers to a numerical value
expressing the estimated preference score p̂ui. Recommendation refers to rec-
ommended top-N items that are presented to the user, which is supposed
to contain only the most relevant and appropriate items. Thus, the top-N
recommended items are in the most cases retrieved through ranking of the
predicted preference scores [2] [1, p. 3].

After the third phase, the recommender system usually gathers more user
feedback from the previously recommended items and new interactions. This
can then be used within the first phase of the system, and thus, the cycle
starts all over again as illustrated in Figure 7 [2].

Data
Collection

Learning Feedback

Predict &
Recommend

Figure 7: The three main phases of recommender systems consists of (i)
data collection, (ii) learning and (iii) prediction and recommendation. User
feedback is used in the first phase and collected in the third phase of the
system, which makes the phases of the system cyclic. The figure is adapted
from Isinkaye et al. [2].
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2.3.2 User Feedback and Preference Data

Explicit feedback refers to the ratings explicitly made by users for express-
ing their preferences in items. The feedback is usually gathered through the
system that prompts users to define rating scores for items through the sys-
tem’s interface. Although this interaction requires an effort from users, the
ratings are often reliable, which enforces high quality in the recommenda-
tions [2].

Implicit feedback refers to the actions that users make during their interaction
with the system, such as click rates, playback times, purchases, navigation
histories, times spent on web pages or contents of e-mails. This can later be
converted into numerical formats that represent the user preferences. Since
data is gathered automatically, no effort is required from the users [2]. The
feedback can also be more objective due to the reduced bias in unaware
actions [2], [44]. There are also often more data to collect, which reduces the
data sparsity. Combinations of explicit and implicit feedback sources can
also be used [2].

Furthermore, there are various ways in which the user preference data from
ratings or actions can be defined, which influences the nature and structure
of the recommender system. There are for example continuous-based data in
intervals such as [-10,10] and interval-based data such as [1,2,3] that can be
either numerical or ordinal (categorical). Unary data represents only liked
values, while binary data can represent both liked and disliked values defined
as [1,0] [1, pp. 10-11]. In some cases, feedback can even be defined by text
opinions, which have to be converted into a numerical formats for further
analysis (e.g. sentiment analysis) [1, p. 146].

2.3.3 Recommendation Filtering Techniques

Recommendation filtering techniques defines the methods and algorithms
used by recommender systems in order to produce results. The basic idea
behind two of the major recommendation techniques is that (i) users with
similar preferences will rate things similarly, and (ii) that items with similar
features will be rated similarly by users. The former approach is referred
to as collaborative filtering (CF), which uses the data in the user-item ma-
trix in order to predict the missing values in it. The second technique is
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referred to as content-based filtering (CBF), which predicts the relevance of
items through matching items that are preferred to similar items based on
their contents, usually in form of descriptions or keywords (e.g. the movie
genre). Thus, the CBF technique uses content-based features that describes
video contents, while the CF approach uses collaborative features based on
the user-item matrix in order to predict preference values p̂ui [1, pp. 8-10] [2].
Moreover, the type of data that is available will typically influences the na-
ture and structure of the recommender system [1], [45]. Finally, there is the
hybrid filtering technique. It basically combines two or more techniques in
order to produce higher quality and more robust recommendations, while
overcoming some limitations and challenges of the individual approaches [1,
p. 8] [2]. Figure 8 shows the three major recommendation techniques. Sec-
tions 2.3.4 to 2.3.7 described these techniques in more details.

Recommendation
Filtering Techniques

Content-Based Collaborative

Memory-Based

User-Based Item-Based

Model-based

Hybrid

Figure 8: Overview of the three major recommendation filtering techniques:
content-based, collaborative and hybrid filtering. The figure is adapted
from Isinkaye et al. [2].

2.3.4 Content-Based Filtering

In content-based systems, it is assumed that items with similar features will
be rated similarly [46]. Therefore, it is important that items have descriptive
content information associated to them, such as genre, actors and directors
that will become their features [5], [47]. The challenge of the approach is
to extract the most predictive item features. Once a user’s preferences have
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been extracted from the user preference data, new items can be compared to
their profile in order to make recommendations. The content-based approach
actually becomes a user-specific classification or regression problem, where
item features are combined together with the user’s preference values in order
to predict values for unobserved data, i.e. for the items that a user has not
yet interacted with [1, pp. 141-42].

The approach typically includes an offline phase with preprocessing and fea-
ture extraction, an offline learning phase and an online phase with filtering
and recommendation. These can be divided as follows [1, pp. 141-42]:

1. Preprocessing and feature extraction: Preprocessing data and extract-
ing the most predictive item features is important in order to build a
well performing recommender system.

2. Learning user profiles: Learning a model from user preferences and item
features. The model is typically based on classification or regression
algorithms (e.g. k-NN) that can predict the users’ preferences for items
that they have not yet interacted with.

3. Filtering and recommendation: The learned model from the previous
step is used to predict real-time recommendations, and thus, efficient
computations is important during this step.

The content-based approach tends to perform better with document-based
items, such as news, web pages, and publications. These documents are usu-
ally represented as paragraph vectors, which captures the relationships and
similarities between them [2]. In most cases, the text needs to be processed
or cleaned before it is fed to the algorithm that builds the vector space model.
This becomes a natural part of the data preprocessing step. Cleaning might
involve transforming letters into lower case, removing non alphabetic char-
acters, stop-word removal (e.g. a, an, the), removing variations of the same
word (e.g. jump, jumping) and detecting words that occur together (e.g. hot
dog) [1, p. 145]. In content-based systems where k-NN is applied, the most
commonly used similarity function is the cosine function due to its shown
good performance together with textual features [1, p. 151].
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2.3.5 Collaborative Filtering

The collaborative approach assumes that people with similar preferences will
rate things similarly [48]. Therefore, no item specific data is required and the
user-item matrix is enough to produce predictions or recommendations [2].
The user-item matrix is usually analyzed in order to identify relationships
or similarities between users and items. Based on this data, predictions are
made for all of the missing values in the matrix. The problem has similar-
ities to the missing value analysis and the matrix competition problems [1,
p. 3].

The success of the technique relies on that a high correlation exist across the
rows and columns (users and items) of the matrix [1, p. 8]. A major challenge
of the approach is that the matrix usually is very sparse, and thus, it has a
large portion of missing values that has to be completed [1, p. 3] [2], [49], [50].
However, there exist two different CF techniques, which are the memory-
based and the model-based methods. These are described below.

Memory-based methods

Memory-based methods, also known as neighborhood-based methods, are
among the earliest CF algorithms. Here, predictions are based on similarity
calculations between either users or items. There are two types of memory-
based algorithms that can be implemented [1, p. 9, 29-45] [2].

• User-based algorithms: The idea behind the user-based approach is to
find similar users based on their item preferences. If two users A and
B have rated a lot of items identically, user A’s known preference on
item i can be used to predict user B’s unobserved preference for item
i. The algorithm works by computing similarity scores between all of
the users in the user-item matrix based on the preference data. This is
usually computed offline and the results are stored in a user-user matrix
to be used later. A prediction p̂ui for user u and item i is then made
by computing a weighted average of all the preference values on this
item made by the k most similar users, assuming they they have known
preference values for item i. The weights are defined by the similarity
scores to these k users that have been precomputed and stored in the
user-user matrix [1, p. 9, 29-45].
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• Item-based algorithm: The idea behind the item-based approach is simi-
lar to the user-based approach. The algorithm finds similar items based
on other users’ preferences for items. The algorithm first computes
similarities across all of the items in the user-item matrix based on the
preferences from other users, and the result is typically stored in an
item-item matrix. A user’s known preferences for items a, b, c can be
used to predict their unobserved preference for item i. A prediction p̂ui

is then made by taking a weighted average of the k most similar items
based on the precomputed item-item similarities, assuming that they
have known preference values from user u. The weights are defined by
the similarity scores to those k items, which have been precomputed
and stored in the item-item matrix [1, p. 9, 29-45].

Thus, the preferences are either predicted using the preferences of neighbor-
ing users, or by using the user’s own preferences on neighboring items [1,
p. 51]. The two most popular metrics used to compute similarities within
the collaborative techniques is the cosine and the correlation based (Pearson)
metrics [2].

Although the two methods share a relationship by the same underlying ma-
trix (similarities among rows versus columns), there are some significant dif-
ferences as well. The item-based method usually produces more accurate
results since the user’s own preferences are used as the baseline for predic-
tion. On the other hand, the approach has a tendency to recommend less
diverse items, and thus, the user-based method can sometimes provide more
extraordinary results. Nevertheless, the possibility to explain recommenda-
tions to users, as explained in Section 2.3.6, applies only to the item-based
approach [1, pp. 42-43].

Memory-based methods are generally quite simple to implement. The down-
side is the difficulty to handle data sparsity issues. For instance, if very few
users expressed their preference for an item, the algorithm cannot find good
enough neighbors in order to make accurate predictions. This is known as
the cold-start problem, where it appears difficult to produce recommendations
when users or items have few preference values associated to them. This can
also lead to coverage problems, which means that the percentage of users or
items that the system can recommend for is very low [2], [51]. Within top-N
approaches, this is usually not an issue because the recommended items are
supposed to be limited anyway [1, p. 9].

24



Another downside is the complexity of the calculations that has to be made
in order to compute the user and item similarities. The time complexity for
user similarities is O(m2 ·m′), where m is the number of users and m′ is the
computation time per user. The time complexity for items are correspond-
ingly O(n2 · n′), where n is the number of items and n′ is the computation
time per item. As mentioned, these similarities are typically computed of-
fline and the results are stored in order to be used later during the online
recommendation phase. The space requirement for storage becomes O(m2)
and O(n2) respectively. The number of users are typically greater than the
items, and would therefore require more storage space and more expensive
computations during the offline calculation phase. However, this settlement
can quickly become inefficient as new users or items are added to the system,
implying that the offline calculations have to be updated continuously [1,
pp. 41-42].

Model-based methods

Model-based methods have a different approach to predict missing values in
the user-item matrix. Here, machine learning models are applied in order
to learn data structures and relationships and then produce predictions for
missing values.

Some examples of these models are decision trees, rule-based models, Bayesian
networks and latent factor models. In case the model has adjustable param-
eters, these can be learned and tuned via optimization frameworks. With
this approach, it is possible to produce more robust predictions that also
have higher coverage in comparison to the memory-based methods. Latent
factor models have proved to be especially effective for high sparsity data [1,
p. 9]. Another advantage with model-based approaches is that the online
recommendations can be computed quickly due to the application of pre-
trained models. Nevertheless, the model building and training process can
become very computationally expensive and require machines with a lot of
memory for large data sets. Furthermore, the issue of producing high quality
recommendations with very high data sparsity still remains [2].

The distinction between memory- and model-based methods is somewhat
vague, because model-based methods can be based on neighborhood algo-
rithms and the memory-based methods can also be expressed as general-
ized regression models [1, pp. 9-10]. However, the combination of memory-
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and model-based approaches often shows to provide very accurate results [1,
pp. 9-10] [52].

2.3.6 Content-Based versus Collaborative

The nature of content-based systems has some advantages over the collab-
orative approach. For instance, the preferences of users are not required to
be shared among other users in order to produce recommendations, which
ensures privacy [53]. The content-based approach can also quickly adjust
the recommendations according to changes in user preferences [2]. Moreover,
new items are not problematic to recommend since they are found by their
features rather than through the user preference data. Thereby, the content-
based approach overcomes the new item problem [1, pp. 14-15]. Additionally,
concrete explanations of the recommended items can be provided. An ex-
ample of this functionality is implemented by Netflix [54], a popular online
streaming service for movies and TV shows, which provides recommendations
with statements such as the following [1, p. 43, 160]:

Because you watched "Secret Things", we recommend <List of Items> [1,
p. 43].

There are several disadvantages with the content-based approach as well.
The first issue known as the new user problem, which refers to the difficulty
to recommend items when users have very little preference data. In other
words, the algorithm does not have enough data to learn from in order to
make accurate predictions [1, p. 15]. Another drawback with content-based
systems is the tendency to recommend very obvious items due to their asso-
ciated keywords and descriptions. Thus, users are usually limited to receive
recommendations of items that are very similar to their already consumed
items. This contributes to reduced diversity and is known as the overspe-
cialization issue [2], [55]. Some items cannot even be recommended unless
the users have interacted with other items containing specific keywords or
descriptions, which is known as the limited content analysis problem [2].
The effectiveness of the approach also depends on the availability of the
item data, since well-defined and predictive features are required in order to
produce high quality recommendations [2].
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The collaborative approach has some advantages over the content-based
method as it can produce recommendations without any associated item
data. The main drawbacks have already been discussed in Section 2.3.5. To
sum up these, the method does not handle data sparsity very well and this
causes the cold-start problem with weak recommendations and lack of cover-
age. Scalability is another issue, where computations normally grow linearly
with the number of users and items in the system [2], [50]. A solution is to
use dimensionality reduction techniques, such as PCA, that has the ability
to decrease the matrix size while keeping the important data structures and
characteristics [2].

Another not yet mentioned problem is synonymy, which refers to when iden-
tical items with different IDs are recommended. The collaborative method
has no ability to separate those closely related items, because there is no
item data available. In contrast, the nature of the content-based approach
makes it possible to identify these items and exclude them from being rec-
ommended [2].

2.3.7 Hybrid Filtering

The hybrid filtering technique combines different recommendation techniques
in order to gain better results and increase the performance of the system.
The hybrid technique usually combines the collaborative and the content-
based approach in order to overcome some limitations with the individual
techniques [2], [56], [57]. However, the system can also be based on multi-
ple collaborative or multiple content-based approaches, such as done in this
study where three different content-based systems have been combined. The
hybridization can be implemented in any of the following ways:

Weighted: the results (e.g. predictions) of different techniques are integrated
into a unified result by computing the weighted aggregates of the results
from individual techniques. Typically, the weights are equal in the beginning.
These are adjusted over time based on the computed performance scores of
the different techniques [2] [1, p. 201-2].

Switching: the recommender system swaps techniques depending on the con-
text, for example to avoid the cold-start problem or to adapt and change to
the best performing approach at a given point in time. Usually the complex-
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ity is increased because a switching criterion is required [2], [49] [1, p. 201-
2].

Cascade: the system is based on iterative refinement, where the results from
one technique (e.g. the ranked of predictions) are refined by the other tech-
nique [2] [1, p. 201-2].

Mixed: results from different techniques are presented at the same time.
Each item has multiple recommendations associated to it, which have been
generated by the different techniques [2] [1, p. 201-2].

Feature combination: input data from different sources (e.g. content-based
and collaborative features) are combined into a unary representation before
the algorithm is applied. In most cases, the learning algorithm is content-
based with additional features that are collaborative and based on the user
preference data [1, p. 217] [2].

Feature augmentation: the output from one technique (e.g. predictions),
are used as input to the next one. With this technique, a sparse matrix
can become more dense before applying the second algorithm to produce
predictions [2] [1, p. 201-2].

Meta-level: a model built by one technique is used as input to another. For
example, content-based features are fed to learn a model and define peer
groups of items. This model is then used within a collaborative approach to
compute predictions, which might solve the sparsity problem [2] [1, p. 201-
2].

Among the presented hybrid filtering techniques, feature augmentation hy-
brids have in some work shown to perform most accurately, in particular when
a content-based recommender contributes to a collaborative one [58].

2.3.8 Evaluation Methods

Evaluation is a fundamental part of measuring the quality of recommender
systems. The most straightforward evaluation metrics is accuracy, which
measures the fraction of correctly predicted values, see Section 2.3.9. Even
though accuracy is a quite applicable measurement of quality, there are some
limitations that will be highlighted as well [2] [1, pp. 229,250-52]. Firstly,
the major approaches for collecting test data in recommender systems is
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presented, followed by some evaluation techniques and methods that applies
to general machine learning problems as well.

Design of Data Collection

User studies refers to the collection of test data during test sessions. In
these sessions, there are users that interact with the recommender system
and perform specific tasks. During the interaction, the system automatically
collects information and after it finishes, feedback from users can be manually
collected as well. This data is later used to evaluate the system [1, pp. 227-
29].

Online evaluation is based on a similar concept as the user studies. Here, the
evaluated system is usually already deployed and there are real users using
it. This might increase the objectiveness of the obtained data since the users
usually are less biased by their actions compared to in user studies. This
approach is often used to compare different algorithms by deploying them to
different randomly sampled user subgroups1 [1, pp. 227-28] [59]. The most
commonly used performance metrics within online settings is the conversion
rates, which measures the fraction of times that a user selects a recommended
item [1, pp. 227-29].

Offline evaluation is typically based on historical data sets. It is the most
used evaluation technique because a variety of standardized and well-developed
evaluation metrics (e.g. accuracy) and frameworks (e.g. cross-validation) can
be applied. Another major advantage is that the dataset is static. Thus, a
historical dataset can behave as a benchmark for comparing various algo-
rithms or measure the generalization of different techniques. One drawback
with the approach is the difficulty to measure future interactions that re-
flect the actual user preferences, because they usually change over time [1,
pp. 227-29]. Thus, maximized accuracy scores do not always lead to maxi-
mized conversion rates. Therefore, some other criteria can be considered to
give a more representative evaluation of a system’s quality, such as coverage,
novelty, serendipity, stability and scalability [1, pp. 252]. These are briefly
discussed at the end of this section.

1This evaluation approach is more generally referred to as A/B testing.
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Design of Data Division

It is crucial to avoid bias in performance scores during the evaluation process.
Bias occurs if the same data is used for training and testing, which leads to
over- or underestimated accuracy scores. Therefore, it is important to divide
the data into training and a test sets, such as in classification problems as
illustrated in Figure 9. There are also different standardized techniques and
frameworks for data division and evaluation, such as the hold-out validation
and the cross-validation approach, which are elaborated on in the second
part of this section [1, pp. 235-36,252].

Figure 9: Evaluation of a classification problem, where a user’s preference
for videos is supposed to be predicted into class 1 (liked) or 0 (disliked). A
model learns from the training data with video features (e.g. genre, actors,
directors) and the class variable with user preferences. After this, the classes
of the values in test data are predicted. Finally, performance scores are re-
trieved by computing the fraction of correctly predicted values by comparing
the predicted and the actual classes.

A classic mistake is often to use the same data during the model selection or
parameter tuning process (e.g. tuning of hyperparameters such as k in k-NN)
and during the testing phase. If test data gets involved during the training
phase, it leads to overfitting and overestimated accuracy scores. The correct
way to separate data is therefore usually to divide it into three parts [1,
pp. 236]:
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• Training data: is used during the training phase to build models.

• Validation data: is used during the training phase to compare and
validate results from different models and parameter settings, and then
to select the best performing approach.

• Test data: is only used once to test the accuracy of the final (tuned)
model [1, pp. 236].

Cross-validation is a fundamental and well elaborated evaluation technique.
In this method, data is divided into k equal sets, or k-folds. While one k-fold
set is used for testing, the remaining k − 1 sets are used for training. The
actual values are hidden to the algorithm during each training phase, and
the accuracy is then measured by comparing the predicted values with the
actual values in the test data. The process is repeated k times, implying that
each k-fold set has been used as test data before the process completes. For
example, 10-fold validation would imply that 10 percent of the data is used
for testing and 90 percent for training in each repetition. Then, the average
performance score over each k repetition are computed. This ensures a higher
statistical reliability than dividing the values only once to measure accuracy
scores, which is the case in the hold-out validation approach.

Cross-validation ensures that the full power of the data is used by including
as many values as possible during the training phase [1, pp. 238-40]. In case
the k-fold set contains only one value, this will be tested individually while
the remaining data is used for training. This method is known as the leave-
one-out validation approach. Smaller k-fold sets can be beneficial when the
data size is small, since the use of data is maximized during the training
phase. For larger data sets, it is often more efficient to use larger k-fold
sets as long as it does not affect the accuracy measurement negatively [1,
pp. 238-40].

2.3.9 Evaluation Metrics

As there exists different filtering techniques and types of preference data,
there are also a variety of evaluation metrics that are suitable in different con-
texts [2]. However, the most used evaluation metric within machine learning
problems is accuracy [1, p. 229]. The accuracy metrics can furthermore be
grouped into statistical and decision support accuracy metrics [2], [60].
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Statistical Accuracy

If the predicted preferences are numeric estimations of values (e.g. interval- or
continuous-based scores), measuring the accuracy of the recommender system
is similar to the statistical measurements used in regression problems. The
error of an estimated preference value is given by eui = p̂ui−pui for user u and
item i, where pui is the actual and p̂ui is the estimated preference value.

The overall error is given by the average over all the n errors, computed
from the estimated preference values in all of the user-item combinations
produced by the recommender, either in terms of squared or absolute values.
It is also possible to weight items differently depending on their importance.
The most commonly used metrics is the mean squared error (MSE), the root
mean squared error (RMSE) and the mean absolute error (MAE) defined as
follows [2] [1, pp. 729-31, 240-41].

MSE = 1
n

n∑
(ui)

e2
ui (9)

RMSE =
√√√√ 1

n

n∑
(ui)

e2
ui (10)

MAE = 1
n

n∑
(ui)
|eui| (11)

Decision Support Accuracy

For binary recommendation results (e.g. class 1 and 0), accuracy can be
measured through ground-truth values as in binary classification problems.
This builds upon the definition of the confusion matrix, see Figure 10.
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Figure 10: The confusion matrix shows the four possible outcomes that can
occur during the evaluation of a binary classifier: true positives, false nega-
tives, false positives and true negatives [8].

In a recommender system, the positive class (1) would represent the liked
items and the negative class (0) the disliked items. The true positives (TP)
will thereby represent the correctly recommended liked items, whereas true
negatives (TN) represents the correctly predicted disliked items. False pos-
itives (FP) represents items that are misclassified as liked, and the false
negatives (FN) the items that are misclassified as disliked. Thus, the false
values are those that will be evaluated as errors [1, pp. 247-50] [2], [8].

For evaluating recommender systems it is usually desired to measure the ac-
tual consumption of items, which is possible through the definition of ground-
truth values. The top-N approach usually does not have predicted scores for
all of the items, which is why the recommended N items are defined to class
1, and the remaining items without any predicted scores to class 0. There-
after, the top-N results can be evaluated in terms of ground-truth values [1,
pp. 247-50] and usually in metrics such as precision, recall and F-measure
(also known as F1 or F-score) or through the receiver operating character-
istic (ROC) curve. Their formulas are defined in Equations (12) to (15) [1,
pp. 247-50] [2], [8], [61].

Precision = TP

TP + FP
= True Positives

Predicted Positives
(12)
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Recall = TPR = TP

TP + FN
= True Positives

Actual Positives
(13)

FPR = FP

FP + TN
(14)

F-measure = 2 · Precision · RecallPrecision + Recall (15)

Recall measures the percentage of correctly recommended items (true posi-
tives) with respect to the missed items to recommend (false negatives). Pre-
cision measures the percentage of correctly recommended items (true posi-
tives) with respect to the incorrectly recommended items (false positives).
The ROC curve is defined by plotting the false positive rate (FPR) against
the true positive rate (TPR) for a varying number of N recommended items.
TPR is defined to be the same as recall and FPR is the percentage of irrele-
vant items (false positives) that are recommended but not consumed by the
user [1, pp. 247-50] [8].

An interesting aspect here is that the accuracy depends on how many items
N that are recommended. Thus, there exists a trade-off between the number
of recommended items (predicted positives) and the actually consumed items
(actual positives) that affects the accuracy. With a small amount of recom-
mendations, it is more likely to miss relevant items (increased false negatives,
decreased recall). In contrast, too many recommended items might enforce
more misclassified liked items (increased false positives, decreased precision).
Even though a natural trade-off exists between recall and precision, it is not
monotonic. So, an increase in recall does not always lead to a reduction in
precision. F-measure summarizes this trade-off by taking the harmonic mean
between precision and recall [1, pp. 247-50].

This trade-off is reflected through the F-measure, and it can also be captured
through the ROC curve or the precision-recall curve. This might give insight-
ful information to determine an optimal number of recommended items N
that maximizes the accuracy. In some systems, the neighborhood parameter
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affects the recommended items N [2], [62]. In this case, parameter tuning
can be involved in order to maximize accuracy.

Accuracy can also be defined as the number of correct predictions out of the
total number of predictions, which in this study will be referred to as the
plain accuracy metric. The formula is defined in Equation (16) [61].

Accuracy = TP + TN

TP + TN + FP + FN
(16)

Limitations of Accuracy

There are some problems related to the offline approach that uses the ac-
curacy metric. As mentioned, it is difficult to measure future interactions
that reflects the true preferences of users because they change over time [1,
pp. 229]. Furthermore, the missing values in the user-item matrix are not
completely random because users usually interact more with the popular
items. This is known as the long tail property. As a result, the accuracy
score measured on popular and less popular items differs [63] [1, pp. 250-51].
Since the items in the test data are restricted to be picked out from the
already interacted items, these can never become completely random. This
phenomenon causes a bias during the evaluation process, known as the se-
lection bias problem [64], [65] [1, p. 251]. Thus, measuring accuracy through
historical data sets does not capture or reflect the actual accuracy of the truly
consumed items in the future. Therefore, complementary measurements can
contribute to give a better understanding of the actual system quality [1,
p. 251-52].

Other Measurements

Coverage measures the percentage of items and users that the system is
capable to provide recommendations for. This can capture problems with
data sparsity, i.e. the incapability of producing predictions for certain users
or items [1, p. 231] [2]. In some neighborhood-based approaches, coverage
can be reduced or decreased by changing the neighborhood parameter [2],
[62]. However, a trade-off between accuracy and coverage measurements can
perhaps give a better representation of the system quality [1, p. 231].
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Some other aspects to consider in addition is novelty, serendipity, diversity,
robustness and stability, confidence and trust, and scalability. These aspects
can measure how well the system performs in terms of finding new really
interesting, different and relevant items to the users. This together with a
stable and scalable system that can grow with an increased number of users,
will enforce trust and confidence in users. These are important factors to
consider for increasing the likelihood that users stay in the future [1, pp. 229-
35]. How to measure these quantities will not be further elaborated in this
study, see [1, Ch. 7] for more information.

2.4 Related Work

To the best knowledge of the author, there exists not yet any work that relates
directly to both object detection and video recommender systems combined
in the way that this research exploits. Although there exists numerous works
related to the computer vision field (e.g. image recognition) and the recom-
mender system domain separately, these have not been explored together in
many studies.

As discussed in Section 2.2.1, there are plenty of research and initiatives
driving the development of image recognition techniques. There are also
several works related to video content analysis that explores how various
visual, aural and textual features can be used for finding optimal descriptions
of video contents [5], [66]–[69]. Interestingly, these results appears to be
relevant within the recommender systems field as well, were defining the
most descriptive and appropriate video content features is a shared research
area between the two domains [5].

Within the video recommender domain, the most famous and well-studied
systems are based on the Netflix Prize contest [70] and the MovieLens [71]
data sets. These data sets have been released for non-commercial use and
research purposes, which has contributed to the increase of their popularity.
In numerous work, these data sets have been used for benchmarking results
and improving different techniques [1, pp. 4-6].

The Netflix Prize contest started in 2006 [70] and was initially designed for
collaborative filtering algorithms. Their training dataset contains over 100M
(M = million) ratings [1, p. 6]. The best performing solutions of the Netflix
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Prize challenge were all based on ensemble methods [1, p. 222] and the win-
ning solution had an RMSE value of 0.8567, which is 10.08 % higher than the
original Netflix system called Cinematch [70]. Anyhow, the contest has con-
tributed to popularizing many well-known recommendation algorithms, such
as latent factor models, and the contest has also significantly increased the
amounts of research within the recommender systems domain [1, p. 6].

The MovieLens system [71] was initially developed by the GroupLens Re-
search group [72] in 1997 [73]. Its corresponding dataset was released during
an early stage of the field, which is why it has been used in many studies
since then [1, p. 4-5]. MovieLens has currently four datasets containing 10K
(K = thousand), 1M, 10M and 20M ratings, respectively [74]. This data was
initially designed for collaborative approaches, but many works have com-
bined this dataset with other datasets in order to use it in content-based
approaches as well [1, p. 4-5]. An example of this is the feature combination
system proposed by De Campos et al. [75], where content-based features
from the IMDB database is combined with collaborative features from the
10K MovieLens dataset. Their system is based on Bayesian network models.
The result shows that their approach improves the system performance and
achieves an MAE value of 0.7198, which is competitive with the standards
in literature.

Deldjoo et al. [5] proposed a similar approach, where they combine the 20M
MovieLens dataset with visual video features extracted from YouTube [76],
an online video-sharing website. Their system is content-based, where stylis-
tic low-level features in form of lighting, color and motion has been extracted
from the raw video files. The nearest neighbor algorithm has been applied
to predict and generate top-N recommendations. The system is evaluated
through 5-fold cross-validation in the recall metric. Their results has been
compared to other content-based systems based on only high-level features
(e.g. the movie genre), such as the approach proposed by De Campos et al.
[75]. Their system shows improved accuracy, both for features extracted in
full-length videos with 70.5 % recall and for features extracted from shorter
trailers with 76.2 % recall. Moreover, their system performs well with solely
visual video features as well as when these are combined with more tradi-
tional high-level video features [5].

The approach proposed by Deldjoo et al. [5] does also overcome the extreme
new item problem [77], where only video files are available and no other
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content information is available. This is a common problem among many
video-sharing websites, such as YouTube, where the lack of proper video
data might influence or limit their techniques and results [5], [45]. A possible
solution has been suggested by Toderici et al. [78]. They use audio-visual
video features (e.g. motion, colors, face detection) together with social tags
from metadata at YouTube in order to discover broader topic categories and
use this for recommendation. The evaluation of their approach shows that
the average precision of discovered video categories is 70 %.

Another approach proposed by Yang et al. [79] involves the combination
of visual, textual and aural features in a video recommender system. The
extracted visual features are based on color histograms, motion intensities
and shot frequencies. Their dataset contains 13K online videos from MSN
Soapbox and their method is based on multimodal relevance between videos
and users’ click-through data. The evaluation of their system indicates that
the approach based on solely audio-visual features performs worse. How-
ever, when these are combined with other features, they contribute to an
improved performance that can reach a mean average precision (mAP) up to
68 %.

Another example is Zhao et al. [80] were textual and visual (mainly color
based) features are extracted and used in a video recommender system. Their
dataset contains over 10K videos collected from YouTube and their method
is based on a multi-task learning algorithm that integrates multiple ranking
lists by using different data sources. Their method is evaluated in normal-
ized discounted cumulative gain (NDCG) and their result shows that the
textual-based approach achieves a better performance score than the visual-
based approach, and that the integration of all data sources gives the best
result.

The majority of the related work does not investigate visual video features
solely, but rather the combination of these with other video features (e.g.
textual and aural). This makes it difficult to understand how the visual
features affects the performance of the systems. More importantly, the visual
features are typically based on the stylistic aspect of videos, i.e. the modeling
of visual styles such as colors and motions [2], [69], [78]–[81]. It should be
emphasized again that to the best knowledge of the author, there are no
current works that have invested the performance of a recommender system
that is based on visual video features extracted from object detection.
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2.5 Implemented System

The recommender system that has been implemented in this study is illus-
trated in Figure 11.

Figure 11: Overview of the recommender system that has been implemented
in this study. Input to the system is the user preference data and output
is the top-N recommendations or the performance scores. The data sources
and features that each content-based algorithm builds upon is also illustrated
together with how these have been combined into hybrid results.

The implemented system consists of three content-based recommender sys-
tems that are based on different features: object detections, titles and de-
scriptions, and user preferences. As shown in Figure 11, these features derives
from various data sources at Spotify. Note that the user preference features
typically are used within the collaborative approach, while in this work they
have been used as content-based features. Since there exists no other rec-
ommender system that has been based on the Spotify dataset, it has been
essential to build multiple recommender systems that are based on differ-
ent features from various data sources, which are evaluated and compared
against each other.
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The three content-based systems can produce recommendation results through
a prediction or a top-N algorithm, where the results also are combined into
a weighted hybrid result. The implemented prediction algorithm is based on
a k-NN model that classifies user preferences according to liked and disliked
values. The top-N algorithm extracts a set of recommended videos through
a nearest neighbors model that finds similarities to videos that are already
preferred by the user.

To investigate the performance of the recommender system based on object
detection features, the results from each system including their hybrid combi-
nation has been evaluated and compared. A k-fold cross-validation approach
has been applied in order to evaluate the results. The system’s performance
has been measured in accuracy, precision, recall and F-measure.

The different parts of the system shown in Figure 11 are elaborated through-
out this thesis. Data sources are described in Section 3, features in Sec-
tion 4, recommendation in Section 5 and the results are presented in Sec-
tion 6. Technical details about the system implementation can be found in
Appendix B.
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3 Data

This section firstly introduces the video content provided at Spotify. Secondly,
the various data sources that have been used to build the recommender system
in Figure 11 is presented. Finally, the data collection process is described
together with the relevant data filtering and selection steps.

3.1 Videos at Spotify - Ads vs. Episodes

At the moment, there exist two different video contents provided at Spotify:
episodes and advertisements (ads). The data associated to them is managed
and stored in completely different ways, and therefore, it has been crucial to
choose and focus on one of them in this study.

Ads are usually short clips (e.g. 15-30 seconds) and their content varies a
lot. Many of the clips are animated and contain mainly text without any
visual objects. Other clips show people or activities related to the advertised
product or brand, for example a group of people drinking beer on the beach.
Episodes are usually a couple of minutes long, but they can range from 10
seconds up to 2.4 hours. There is a wide range of episodes available to users,
such as talk shows, music videos, documentaries, interviews, shorter sketches,
tutorials and more. Note that the majority of the episodes at the moment
are available to US users only due to some licensing agreements.

Since object detection is very computational expensive, each frame in each
video can take up to several seconds to process, which was the case in this
study. Therefore, the computation cost increases with the number of files
and longer durations. The detectability of visual objects in videos is also
important, because without detectable objects, the results would be useless
for the recommender system. Even though episodes have longer durations,
they have appeared to contain more visible and detectable objects that has
been considered crucial for this study.

Furthermore, ads are more frequently changed, implying that videos avail-
able today might not be available tomorrow. In comparison, episodes are
more stable as they usually are available over longer time periods. For rec-
ommender systems, expired videos would not be desired to recommend. For
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this study, object detection would not be possible without access to the video
files.

To build a recommender system, the user preference data is completely nec-
essary. At Spotify, there are currently no video rating systems that provides
explicit feedback. Instead, there are implicit feedback sources with actions in
form of interactions between users and items. For episodes, this data contain
all of the users’ video playback times. When a larger portion of the video
has been viewed, this can indicate that the video has been liked. Ads are
different since they force playback until the end of the ad. Instead, there is
a click indication that can represent that a video has been liked. However,
it is not possible to know weather the click was intended or not and the
number of clicks is extremely low (26 out of 10000). This would become a
very sparse user-item matrix with only 0.26 % known values, which is a bad
basis for building a recommender system. The episode data is less sparse
with 8.41 % known preference values, which is considered more appropriate
for implementing a recommender system.

In the determination between ads and episodes, another crucial factor has
been to establish a mapping between unique video IDs and their actual file lo-
cations, which has not been as easy as expected. This mapping has somewhat
been unknown and "black boxed" at Spotify. After some effort, a solution for
mapping of episodes was discovered, while the mapping of ads still remains
unknown. Since this has been considered crucial in order to implement the
recommender system together with the other aspects discussed in this sec-
tion, the use of episodes only has been an obvious choice for this study.

3.2 Data Collection

The data required to build the system in Figure 11 is simply the video fea-
tures based on object detections, the titles and descriptions and the user
preferences. This data derives from multiple sources at Spotify, which are
presented below together with the data collection process and the applied
data filtering and selection steps as shown in Figure 12.
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Figure 12: Overview of the data collection process. This shows the three
main data sources: (i) BigQuery, (ii) Files and (iii) Metadata that holds
the relevant data that is used in the recommender system. The videos have
multiple IDs associated to them (e.g. Playtrack ID, Playable ID, Source ID).
These are not very important and they are only used for accessing other data
sources.

3.2.1 Data Sources

• Google Cloud’s BigQuery [82]: is a cloud based database that con-
tains the EndVideo data, in which the user preference data can be
extracted. BigQuery and the EndVideo data is elaborated in Sec-
tion 3.2.2.

• Files: The majority of the video files are stored on remote servers.
They are accessed through SSH login and by their file paths. Some of
the files are hosted on websites, and thereby accessed via URLs. The
video files are necessary in order to extract object detection features.
How the file locations has been extracted is elaborated in Section 3.2.3
and Appendix B.3.5.

• Metadata: The video metadata can be retrieved through queries to
content management systems (CMS) that are hosted by Spotify. The
metadata contains information about the videos, such as titles, de-
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scriptions and URLs. How metadata has been extracted is elaborated
in Section 3.2.3 and Appendix B.3.5.

3.2.2 BigQuery and EndVideo data

Google Cloud’s BigQuery [82] (BQ) is a database and analytics tool hosted by
Google. The data in BQ is stored for approximately 90 days and retrieved
via SQL queries. Thus, the dataset used in this study has been collected
between 2017-11-14 and 2018-02-10, i.e. during a 96 days period. EndVideo
data refers to the table stored at BQ that contain the users’ video playback
times (i.e. implicit feedback). This represents the user preferences that the
user-video matrix builds upon, see Figure 15, Section 3.3. The fields that
are queried when downloading the data are the following:

user_id, playtrack_id, ms_played, country, time

The most important triplet that is used in the recommender system is the
following:

<user_id, playtrack_id, ms_played>

A screenshot of the collected EndVideo data is shown in Figure 13. After
data filtering and selection, the final dataset contains 3214029 rows with 606
unique videos and 63063 unique users. Note that user_id and playtrack_id
are encoded values.
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Figure 13: Screenshot of the collected EndVideo data, which contains users’
video playback times (i.e. the implicit feedback). The top column shows the
fields that have been queried from BigQuery.

3.2.3 Mapping Process

The majority of the video files are located on remote servers on a distributed
file system, where they are stored in mp4 and mov formats. The files are
distributed over different directories and paths. The filenames are completely
different from their given IDs, which has made it difficult to locate them.
Some of the files are hosted on websites and these are accessible via their
URLs.

The manual way of mapping episode IDs to their file locations would involve
multiple steps for each video, as illustrated in Figure 12. The manual map-
ping was found to be very inefficient. Therefore, a decision to automate the
mapping process was made. The automation is implemented in bash, wheres
the process also gathers other video content information, such as the video
metadata.

The implemented bash script takes a list of video IDs and returns a new file
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with their associated data, such as file paths, URLs, titles, descriptions and
more. Details about the implementation can be found in Appendix B.3.5.
A preview of the collected video data is shown in Figure 14. Note that not
all of the data (e.g. publish time) has been used in this study. Anyhow, the
video data has been limited to the accessible data sources and the available
information at Spotify.

Figure 14: Preview of the collected video data. Rows contain the videos
identified by their unique playback_id. Columns contain the associated
information to respective video. Missing values are represented by nan.

3.2.4 Data Filtering and Selection

Data filtering has been applied in multiple steps during the collection process.
The aim with this process is to narrow down the dataset to contain only
usable data in preferred formats. Some filters are applied to reduce data
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sparsity, while others remove corrupt or incorrect values. This has been
desired in order to produce better recommendation results and decrease the
computational expensiveness during calculations in this study. Details about
the filtering steps is presented in chronological order below.

Filter 1: Downloading EndVideo data

The first filter selects specified fields based on a SQL query that down-
loads the initial set of EndVideo data from BQ, which contains the users’
video playback times. The script is named download_bq_data.py, see Ap-
pendix B.3.3 for more details. The selected fields are the following:

• Date range 20171114 - 20180210.

• Episodes only (not ads).

• Videos viewed by US and Swedish users only.

• Unique user_id’s appearing in dataset at least 100 times.

• Exclude negative values in ms_played (errors during playback).

Note that episodes available in Sweden usually are available in US as well, but
not the other way around. Therefore, recommending US content to Swedish
users could potentially affect the results negatively. However, the primary
evaluation approach used in this study only uses the users’ viewed videos
for testing as described in Section 5. Additionally, the Swedish users in the
final dataset are very few (only five), and thus, the results are not affected.
However, this would need to be to considered for a real deployment of the
system.

Filter 2: Processing EndVideo data

After downloading the EndVideo data, additional removal of values is ap-
plied before creating an intermediate user-video matrix containing the play-
back times for each user-video combination, or nan for their not yet viewed
videos. The responsible script is named process_endvideos.py, see Ap-
pendix B.3.2. The applied filters are the following:

• Unique playtrack_id’s appearing in dataset at least 100 times.

• Unique user_id’s appearing in dataset at least 100 times.
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• Resolving any duplicate user-video combination during matrix creation,
by taking the sum of their ms_played values.

After this filter, the dataset contains 741 unique videos and 91237 unique
users.

Filter 3: Clean incorrect file locations

The video IDs retrieved from the previous filtering step will be processed by a
mapping script while excluding some videos with incorrect file paths or URLs.
The mapping script is named load_playtrack_info.sh, see Appendix B.3.5
for more details. The applied filters are the following:

• Exclude videos where both file paths and URLs are missing.

• Exclude values where file paths or URLs has the mp3 extension.

Only four videos were excluded during this filtering step, which can be
seen while the application is running as shown in Figure 23, Appendix C.
Thus, after filtering the dataset contains 737 unique videos and 91237 unique
users.

Filter 4: Final processing

After the object_detector.py script has processed the output file from the
previous filtering step, the object detection data and the video durations
are collected and saved in a new output file as described in Appendix B.3.7.
However, before running the recommendation algorithm, there are some more
filters applied by the recommender.py script as described in Appendix B.3.8.
These are the following:

• Exclude videos without any object detection data due to expired or
unaccessible files.

• Exclude users having less than 10 liked and 10 disliked videos (minimum
20 in total).

• Exclude videos without any preference data from users.

The remaining dataset contains 606 unique videos and 63063 unique users.
This constructs a user-video matrix of size 63063× 606 as presented in Fig-
ure 15, Section 3.3.
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3.3 User-Video Matrix

After the filtering and processing has been applied, a binary user-video matrix
containing user preferences, as shown in Figure 15, is created if it does not
exists yet. This matrix contains data representing the users’ liked, disliked
and missing values, defined as [1, 0, nan]. These values are based on how
many seconds the user has viewed the videos, where 30 seconds or more
represents liked videos. The videos with durations less than 30 seconds are
considered liked only if they have been viewed until less than five seconds
remain. After computing the matrix, this data is saved and stored in a file
for later use.

Even though data filtering and selection has reduced data sparsity, the user-
video matrix contains only 8.41 % of known preference values. This indicates
that the sparsity still is quite high.

Figure 15: Preview of the user-video matrix containing the user preference
data. The matrix size is 63063× 606, where rows contain users and columns
contain videos.
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Selecting the threshold that defines liked videos based on the seconds viewed
parameter has furthermore been based on reasonable assumptions and to
somewhat balance the distribution over classes as illustrated in Table 2.

Table 2: The table shows the total distribution over the classes, i.e. the total
number of liked and disliked values across the whole dataset.

Class Amount
Liked 1673853
Disliked 1540176
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4 Preprocessing and Feature Extraction

The features used in the recommender system are based on three different data
sources as illustrated in Figure 11. The feature extraction and preprocessing
steps for each data source is presented in this section. The assumption of why
these features could be relevant to use in the recommender system is provided
as well.

4.1 Features from User Preferences

The user preference features are based on the data within the user-video
matrix shown in Figure 15. These features are basically the prepossessed and
transposed user-video matrix, where rows and columns has been rearranged.
The dimension of these features is therefore 606×63063 before preprocessing
and reducing the dimensionality. A preview of the user preference features
is illustrated in figure 16.

Assumption (1): Users are likely to prefer videos that are liked by users with
similar preferences.

Figure 16: Preview of the user preference features before preprocessing, which
basically is the transpose of the user-video matrix shown in Figure 15. Data
size is 606×63063 before and 606×10 after preprocessing. The rows contain
videos and the columns contain users.
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It should be emphasized that the user preference data normally is used within
the collaborative approach. As shown in this study, it is possible to use this
data in content-based systems as well. This highlights the vague distinction
between these two filtering techniques.

The matrix contains a lot of missing values (nan), which needs to be con-
verted into numerical formats in order to be understood by the algorithms.
Therefore, every nan value has been replaced by 0.5, only to distinguish these
values from the liked (1) and disliked (0) values during the calculations made
by the algorithm. After this, normalization has been applied according to the
L2-norm as defined in Equation (6). This has been implemented trough the
Scikit-learn2 [83] library and in the Python programming language. Scikit-
learn has in this study been frequently used to implement machine learning
algorithms and methods, which will be seen in some of the sections below.
The normalization was applied through the following command:

1 norm = sk l ea rn . p r ep ro c e s s i ng . normal ize ( user_features , norm=’ l 2 ’ ,
ax i s =0, copy=True , return_norm=False )

Here, norm=’l2’ is the default parameter setting that normalizes data ac-
cording to Equation (6). The axis=0 setting normalizes data across columns
(features) rather than rows.

Figure 17 shows a plot of the normalized user preference features that have
been reduced to a 2-dimensional space via PCA in order to visualize similar-
ities among videos. There seems to be a dense cluster of values around the
origin, which could correspond to videos that are similar in terms of having
a large fraction of nan values in their features.

2Scikit-learn [83] is a powerful Python library for machine learning.

52



Figure 17: Plot of the videos in a 2-dimensional space, where the video
features are based on the normalized user preference data. Each data point
corresponds to a video, and the distance between data points shows the
similarities between videos in terms of their features.

After normalization, PCA has been applied in order to compress the high
dimensional data from 63063 to 10 dimensions. Dimensional reduction has
been applied in order to avoid high dimensional features that can contribute
to the curse of dimensionally issues as discussed in Section 2.1.4. The chosen
dimension size has appeared to be reasonable to the author since 10 dimen-
sions are less than the amount of training data, which are restricted to a
minimum of 20 values in this study. After applying PCA, the data is in
range [-4.11, 5.50].

4.2 Features from Titles and Descriptions

The title and description features are based on paragraph vectors, which has
been created through the Doc2Vec framework. The feature dimension has
been set to 10 in order to be consistent and use the same dimension as the
other features in the system. A preview of the title and description features
is illustrated in Figure 16.
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Assumption (2): Users are likely to prefer videos that have similar titles and
descriptions to those that they have already preferred.

Figure 18: Preview of the title and description features, which are the ex-
tracted paragraph vectors through the Doc2Vec framework. Data size is
606× 10 with rows of videos and columns of users.

The paragraph vectors has been built through the Doc2Vec framework, which
consist of three steps. The first is to load the model, the next is to build a
vocabulary from the input text data, and the third is to train the model on
the vocabulary. Hence, the algorithm iterates over the text multiple times:
once to build the vocabulary and twice to train the model and build the
paragraph vectors. These steps has been implemented with the following
commands:

1 # Load model
2 model = models . doc2vec . Doc2Vec (dm=1, s i z e=vec s i z e ,
3 min_count=2, i t e r =100 , workers=co r e s )
4

5 # Build vocabulary
6 model . build_vocab ( s en t ence s )
7

8 # Train model
9 model . t r a i n ( sentences , total_examples=model . corpus_count ,

10 epochs=model . i t e r )

Here, the default parameter dm=1 corresponds to a PV-DM model, which has
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been described in Section 2.2.3. The vecsize parameter is set to 10 in order
to get the desired feature dimension of the paragraph vectors.

The sentences variable consists of titles and descriptions that have been
combined into one sentence. The text has been cleaned and processed from
unwanted characters, such as non alphabetic characters and all letters has
been converted into lower case. In case there are any titles or descriptions
with missing values, these would be treated as empty strings before feeding
them to the model. In the dataset at hand, there are only four values with
missing descriptions and no titles are missing. Thus, this should not affect the
result. No further text processing has been applied, because the vocabulary
is already quite small and that the focus of this study has been on the object
detection features. The final paragraph vectors have values in the range [-
3.20,3.26] and no further preprocessing (e.g. normalization, PCA) has been
applied to this data.

Figure 19 displays a plot of the paragraph vectors that have been reduced to
a 2-dimensional space via PCA. The majority of the data points are clustered
around the origin, in which the videos seem to be more closely related and
similar to each other.

Figure 19: Plot of the videos in a 2-dimensional space, where the video
features are based on the the title and description paragraph vectors.
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4.3 Features from Object Detections

The object detection features are based on the frequency of visual objects in
video files, which have been extracted through the Object Detection API [6]
as elaborated in Section 2.2.2 and Appendix B.3.7. The used object detection
model is capable of detecting 80 different object categories, see list of these in
Appendix A. Each category corresponds to one feature and the feature values
are defined by how many times an object has been detected and counted in
the video, i.e. the object frequency. A preview of the object detection features
is illustrated in Figure 16.

Assumption (3): Users are likely to prefer videos that have similar detected
visual objects to those that they have already preferred.

Figure 20: Preview of the object detection features before preprocessing,
which is based on detecting objects in video files and counting their frequen-
cies. Data size is 606 × 80 before and 606 × 10 after preprocessing, where
rows contain videos and columns contain users.

Missing values are the empty detections caused by expired or unaccessible
file paths and URLs. These have already been removed as described in Sec-
tion 3.2.4 in order to prevent them from affecting the calculations and results
negatively. Furthermore, within the collected dataset there are two videos
without any detected visual objects even though their files have been pro-
cessed successfully. These videos have been kept and their feature values
have been set to 0 across all object categories.
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The data has been normalized to scale [0,1] across columns (features) ac-
cording to the L2-norm in Equation (6). The same command for normal-
ization has been used as defined in Section 4.1. Figure 21 displays a plot
of the normalized object detection features, which have been reduced to a
2-dimensional space via PCA. As in Figures 17 and 19, the data is mainly
clustered around the origin, in which videos seem to be more closely related
to each other. After normalization, PCA has been applied in order to reduce
the dimension from 80 to 10 dimensions. After this, the data has a new range
in [-4.11, 5.50].

Figure 21: Plot of the videos in a 2-dimensional space, where the video
features are based on the normalized object detection data.
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5 Recommendation Algorithm

This section presents the algorithm behind the recommender system and its
evaluation approach. The attempts to improve the algorithm is also described
together with a discussion on its limitations.

The focus in this study has been to compare the performance of different
recommender systems. For this purpose, the system in Figure 11 has been
implemented. The system consists of three content-based systems that are
based on different features: object detections, titles and descriptions, and
user preferences. These can produce results in form of recommendations
or predictions, which can further be combined in order to obtain weighted
hybrid results. To investigate the performance of the system, the results
from each recommender including their hybridization, have been evaluated
and compared. The prediction algorithm and its evaluation is presented
in Section 5.1. The top-N algorithm together with its evaluation and the
visualized recommendation results is presented in Section 5.2.

5.1 Prediction Algorithm

The content-based approach simply defines a user specific classification or re-
gression problem for predicting user preferences. Here, a classification model
has been applied in order to learn from the video features together with the
user preference data, and then predict the classes of the missing values in the
test data. This classification problem has been illustrated in Figure 9.

In this study, a k-nearest neighbors classifier has been applied. The system
is evaluated through a k-fold cross-validation approach and in accuracy, pre-
cision, recall and F-measure according to Equations (12), (13), (15) and (16)
in Section 2.3.9. Since users normally interact with only a small fraction of
the videos in the system’s database, the test data is restricted to be picked
from these values. Hence, the missing values are not necessary to include
for pure performance measurements. This has contributed to more efficient
calculations during the evaluation process. The steps of the implemented
prediction algorithm are the following:
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Loop over a number of randomly picked users n. For each user u:

1. Get the user’s preferences: liked, disliked and missing values.

2. Apply undersampling to establish balanced classes.

3. Divide data into training and test sets via k-fold cross-validation.

4. Train three different models with the k-nearest-neighbors classifier based
on the respective features.

5. For each model, predict classes in test data.

6. Hybridize results by taking the majority vote of the three model pre-
dictions.

7. Compute performance scores in accuracy, precision, recall and F-measure.

After the loop ends, calculate the mean average performance scores over n
users.

Note that the three models are trained and tested on the same underlying
test data in each loop round. The intention is to make the comparisons more
reliable. The most important commands and the structure of the algorithm
are shown in Algorithm 1.
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Algorithm 1: Prediction Algorithm
Input: n: number of users
Output: average_scores: mean average performance scores
users = pick_randomly(n)
for u in users do

pred_array = [ ]
y = get_user_preferences(u)
y = under_sampling(y)
k = sqrt(len(y))
knn = KNeighborsClassifier(n_neighbors=k, metric=’cosine’)
k_fold=StratifiedKFold(n_splits=n_folds)
for X in features do

predict = cross_val_pred(knn, X, y, k_fold)
pred_array.append(predict)

end
hybrid = hybridize(pred_array)
pred_array.append(hybrid)
scores = compute_scores(predict_array, y)

end
average_scores = mean(scores)
print(average_scores)

Firstly, pick_randomly() selects n users from the total user space of 63063
users. The under_sampling() method equalizes classes by randomly remov-
ing a number of values from the dominating class before the prediction and
evaluation phases. The reason for applying this is that the imbalance problem
usually results in overestimated accuracy scores, in particular when k-NN is
applied. Even though the total class distribution has been somewhat equal-
ized as shown in Table 2, the problem of inequality remains for individual
users as shown in Table 3. Although the balancing could have been estab-
lished differently, undersampling has been considered the most appropriate
and efficient method for this study.
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Table 3: Illustration of the class imbalance problem for individual users,
where their liked and disliked values usually are unequal.

User Liked Disliked
User 1 19 13
User 2 22 55
User 3 12 15
User 4 32 15
User 5 28 37
User 6 46 17
User 7 16 23

The k-nearest neighbors algorithm has been described in Section 2.1.3 and
the model is built through the KNeighborsClassifier [84] with the following
command:

1 knn = sk l e a rn . ne ighbors . KNe ighbo r sC la s s i f i e r ( n_neighbors=k ,
2 weights=’ uniform ’ , a lgor i thm=’ auto ’ , l e a f _ s i z e =30, p=2,
3 metr ic=’ c o s i n e ’ , metric_params=None , n_jobs=1, ∗∗kwargs )

The number of neighbors parameter is set to n_neighbors=k, where k is de-
fined as the square root of the training data size. This is according to litera-
ture a general rule of thumb for choosing the parameter k without involving
parameter tuning [85], [86]. The algorithm=’auto’ is the default command
setting that ensures that the most appropriate algorithm (e.g. ’ball_tree’,
’kd_tree’, ’brute’) is chosen based on the data passed to the model. The de-
fault setting weights=’uniform’ defines that all points in each neighborhood
are weighted equally. The distance metric is set through metric=’cosine’.
The cosine similarity has been used for all the three methods in order to
be consistent. However, other metrics choices (e.g. Euclidean, Manhattan,
Minkowski) are expected to produce similar results due to the application
of normalization, which has been discussed in Section 2.1.4 and showed to
be valid when tested in this study. Additionally, the cosine similarity works
well together with textual features (e.g. titles and descriptions) according to
the literature, which has been motivating the decision as well. The remain-
ing model parameters are defaults and are less important to consider here,
see [84] for more information.
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The second for loop in Algorithm 1 goes through the three different features.
In each loop round, a k-NN model is built based on the given features and the
user preference data. Note that the preference data is consistent in all of the
loop rounds. The predictions are evaluated through a k-fold cross-validation
approach that handles the division of data as explained in Section 2.3.8. This
has been implemented through the cross_val_ predict() [87] method as
follows:

1 p r e d i c t = sk l e a rn . mode l_se lect ion . c ross_va l_pred ic t ( e s t imator=
knn , X=X, y=y , groups=None , cv=k_fold , n_jobs=1, verbose =0,
f it_params=None , pre_dispatch=2∗n_jobs , method=’ p r e d i c t ’ )

Here, estimator=knn defines the model, X=X the features and y=y the user
preference data. The variable predict holds the resulting predictions, which
has been manually analyzed during the implementation process. The data is
furthermore divided into a maximum number of k-folds trough cv=k_fold.
Cross-validation ensures that the full power of data can be used. However,
it has been important to maintain the class balance while splitting data
into training and test sets. Therefore, the division has been implemented
through k_fold=StratifiedKFold [88], which keeps the ratio of each class
and is implemented as follows:

1 k_fold = sk l ea rn . mode l_se lect ion . S t ra t i f i edKFo ld ( n_sp l i t s=
n_folds , s h u f f l e=False , random_state=None )

Here, n_splits=n_folds defines the number of k-fold sets and how many
splits that should be made. The n_folds variable has furthermore been set
to the number of values in the under-balanced class. Since the classes are
equalized, the number of splits actually corresponds to half of the data size.
Thus, the test data in each k-fold set will contain two values (one of each
class), and the remaining values are used for training. The remaining param-
eters in the cross_val_pred and StratifiedKFold commands are defaults
and less important to consider here, see [87], [88] for more information.

The hybridize() method computes the majority vote of the three generated
predictions and unifies these into a new weighted hybrid result. In theory,
the majority vote has been computed through taking the average of the three
predictions and rounding the value upwards3 (e.g. 1 + 1 + 0/3 = 0.66 ≈ 1
or 1 + 0 + 0/3 = 0.33 ≈ 0). This corresponds to a weighted hybridization

3Rounding values uses the ceiling: 0.5 would become 1.
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technique with equal weights that do not change over time, which typically is
the case in the initial state of the weighted approach. The compute_scores()
function computes performance scores in accuracy, precision, recall and F-
measure by comparing the predicted values with the actual values according
to Equations (12), (13), (15) and (16). This is implemented as follows [89]–
[92]:

1 accuracy= sk l ea rn . met r i c s . accuracy_score ( y_true , y_pred ,
normal ize=True , sample_weight=None )

2

3 p r e c i s i o n = sk l ea rn . met r i c s . p r e c i s i on_sco r e ( y_true , y_pred ,
l a b e l s=None , pos_labe l =1, average=’ binary ’ , sample_weight=
None )

4

5 r e c a l l = sk l e a rn . met r i c s . r e c a l l _ s c o r e ( y_true , y_pred , l a b e l s=
None , pos_labe l =1, average=’ binary ’ , sample_weight=None )

6

7 f−measure = sk l ea rn . met r i c s . f1_score ( y_true , y_pred , l a b e l s=None
, pos_labe l =1, average=’ binary ’ , sample_weight=None )

Here, y_true contains the actual values in the test data and y_pred contains
the estimated predictions returned by the classifier. The settings pos_label=1
and average=’binary’ defines 1 to the positive class and 0 to the negative
class. The remaining parameters are defaults and less important to consider
here, see [89]–[92] for more information. The last part of the algorithm im-
plements the mean() method in order to compute mean average performance
scores over all n users.

5.1.1 Attempts to Improve Algorithm

For improving the algorithm, some different implementations and tests have
been applied. These improvements can be divided into data preprocessing,
models and parameters, and hybridization techniques.

• For data preprocessing, the number of feature dimensions has been
varied through PCA to analyze changes in performance scores. Feature
selection based on recursive feature elimination (RFE) [93] has been
applied through the Scikit-learn library, as well as manual removal of
some object categories in order to analyze how the results were affected.
Furthermore, different normalization techniques have been tested.
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• Regarding models, different classification and regression models have
been used as the baseline for the prediction algorithm, such as k-NN,
super vector machines (SVM), logistic regression, linear discriminant
analysis (LDA), gaussian naive Bayes and AdaBoost. These were also
implemented through the Scikit-learn library. Furthermore, model pa-
rameters have been adjusted in order to analyze effects on the results.
For k-NN, mainly the distance metric parameter and the neighbor-
hood parameter have been adjusted, which to some degree might have
reduced the negative effects of overfitting. Regarding Doc2Vec models,
both the PV-DM and the PM-DBOW models have been implemented
with varying parameter settings for training the paragraph vectors.

• For producing hybrid results, experiments were performed by using dif-
ferent hybridization techniques, such as feature combinations, feature
augmentations and variations of the weighted approach that has been
used in the final implementation.

However, using cross-validation in order to find optimal model, parameter
and preprocessing settings that maximizes the performance scores has not
been done. The amount of training data has not been considered enough
in order to do this properly, implying that improved scores might not even
be an expected outcome. Moreover, this kind of tuning would require to be
implemented in a user specific manner, which would require a lot more effort.
Since the main objective of this study is to compare approaches rather than
to improve overall performance scores, the implementation of these potential
improvements were not made.

5.1.2 Limitations of the Algorithm

In agreement with the research problem of this thesis, the main focus has
been to evaluate and compare results rather than generating real recommen-
dations for users. Thus, the implemented prediction algorithm is suitable for
evaluation but would not perform very well in practical settings. The binary
prediction prevents a ranking of the recommendations, and thereby, choos-
ing a limited set of top-N items to recommend becomes difficult. The k-NN
classifier usually classifies data according to the class distribution within the
training data, which in this study has been equalized. Therefore, almost
half of the values would be predicted as liked. This would not be desired

64



in a real deployed system. However, defining continuous- or interval-based
preference values, for example through the percentage viewed, or by using a
non-binary regression model would ensure ranking and possibly prevent this
problem.

5.2 Top-N algorithm

As discussed above, the prediction algorithm is not very suitable for generat-
ing real recommendation results. As testing and validating results have been
an important part of the development process as described in Appendix B.5,
a simple top-N algorithm has been implemented. The algorithm has two
modes. In mode 1, the algorithm prints the recommended items for a spec-
ified user u. Thereby, it visualizes the results of the similarity calculations
across different features and these results have been analyzed. In mode 2,
the mean average performance scores are computed, but these are considered
less reliable for representing the system’s performance in comparison to the
prediction algorithm. The reason for this is related both to the simplicity
of the algorithm, where none of the major filtering techniques or algorithms
presented in Section 2.3.3 have been used, and to the fact that no cross-
validation approach has been used during the performance measurement.
Therefore, the results are not as statistically reliable and they have not been
used as a primary source of evaluation, but rather as a support to the eval-
uation of the prediction algorithm. The top-N algorithm (mode 1) works as
follows:

For user u:

1. Get the user’s preferences: liked, disliked and missing values.

2. Build three different nearest neighbors models based on respective fea-
tures.

3. Find k most similar videos to each liked video based on the different
models.

4. Hybridize results by taking the majority vote of the three model results.

5. Present top-N recommendation results.

Alternatively, the algorithm (mode 2) will loop over n users and compute
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mean average performance scores in precision, recall and F-measure. This
is implemented with the same approach as Algorithm 1. The most impor-
tant commands and the structure of the algorithm (mode 1) are presented
in Algorithm 2.

Algorithm 2: Top-N Algorithm [Mode 1]
Input: k: number of neighbors
Output: recommends_array: recommended items
for user u do

recommends_array = [ ]
y = get_user_preferences(u)
user_likes = get_likes(y)
models = build_models(features)
for liked in user_likes do

sims_array = find_nearest_neigh(k, models, liked)
recommends_array.append(sims_array)

end
hybrid = hybridize(recommends_array)
recommends_array.append(hybrid)
print(recommends_array)

end

Initially, the a user’s preference data is retrieved and only their liked videos
are extracted. Then, three different models are built on the respective fea-
tures through the build_models() method. After this, the algorithm loops
over all the user’s liked videos.

In each loop round, the find_nearest_neigh() method finds the k most
similar videos to a liked input video through each of the three models. An
array is then returned that holds the resulting k videos computed from re-
spective model. These results are stored in the recommends_array before
the next loop round. After the loop finishes, a unified weighted hybrid result
is produced in hybridize() by combining the three generated results based
on majority voting. This part has been computed exactly as for the predic-
tion algorithm, i.e. by averaging the three predictions and rounding values
upwards in order to retrieve new unified results.

In case only two votes are given to a video, the liked values will dominate.
Finally, the resulting videos are presented to the user as top-N recommen-
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dations by printing them in the console.

For the object detection and user preference features, finding the k nearest
neighbors is based on a NearestNeighbors [94] model as follows:

1

2 nn_model = NearestNeighbors ( n_neighbors=k , rad iu s =1.0 , a lgor i thm
=’ auto ’ , l e a f _ s i z e =30, metr ic=’ co s i n e ’ , p=2, metric_params=
None , n_jobs=1, ∗∗kwargs ) . f i t ( f e a t u r e s )

3

4 sims = nn_model . kne ighbors ( l i k e d )

Here, the model parameters are selected to resemble the prediction algorithm.
In mode 2, the neighborhood parameter k is defined as the square root of the
training data size, i.e. the same as in Algorithm 1. The remaining parameters
are defaults, see [94] for more information.

Furthermore, finding similarities among the title and description features has
been based on the Doc2Vec [95] framework which uses the cosine similarity
and is implemented as follows:

1 sims = d2v_model . docvecs . most_similar ( l i k ed , topn=k )

However, with this approach there are only a limited set of N recommenda-
tions obtained, whereas the amount N depends on the selected number of k
neighbors and the number of liked videos L associated to user u. The same
video can also be found multiple times by the algorithm. Therefore, N has
a lower limit, which is bounded to N ≤ k L.

Performance scores have been measured in precision, recall and F-measure.
In order to measure these scores, the videos that were not found by the
algorithm have been set to 0 while the recommended once were set to 1.
Visualization of the results has been implemented by printing the generated
recommendation results in the console. These are presented as follows:

Because you watched video V, we recommend:

• A, B, C based on similar object contents.

• D, E, F based on similar titles & descriptions.

• G, H, I based on users with similar preferences.

Section 6.2 provides an example of the visualization, where the recommen-
dations that are associated to one liked video has been illustrated.
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6 Results

This section provides the results from evaluation of the implemented recom-
mender system, where the measured performance scores and the visualized
top-N recommendation results are presented.

6.1 Performance Scores

The mean average performance scores for 1000 randomly picked users for both
the prediction and the top-N algorithm have been measured. The results
are presented in Tables 4 and 5. In these tables, the performance scores
from the three implemented content-based systems and their weighted hybrid
results are presented in accuracy, precision, recall and F-measure according
to Equations (12), (13), (15) and (16), see Section 2.3.9.

The accuracy metric shown in the first column of Table 4 is normally used to
evaluate binary classifiers. Precision, recall and F-measure are usually more
applicable to use for evaluating recommender systems, because they capture
the actual consumption of items. However, in this study the accuracy metric
has been considered relevant as well, because the prediction algorithm works
as a binary classifier.

6.1.1 Prediction Algorithm

Table 4 shows that the best performing approach in all of the metrics scores is
the one based on user preferences, followed by the hybridization, the titles and
descriptions and finally the object detection approach. In terms of metrics
scores, precision has the highest values between 53 % and 69 % followed by
plain accuracy with values between 52 % and 67 %, F-measure between 46
% and 64 % and finally recall between 42 % and 51 %.

Note that the attempts to improve the algorithm, as presented in Section 5.1.1,
did not show any large impacts on the performance scores. Therefore, none
of the tested methods and techniques were implemented in the final solu-
tion of the system. Thus, the results from these attempts are not presented
here.
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Table 4: Mean average performance scores in percentage (%) for 1000 users
from evaluation of the prediction algorithm. The scores have been computed
as explained in Section 5.1, through a k-fold cross-validation approach that
evaluates data that derives from the users’ known preference values.

Approach Accuracy Precision Recall F-measure
Object Detection 52.4 52.6 42.4 45.8
User Preferences 66.7 68.9 61.6 64.2
Titles & Descriptions 58.4 59.7 46.8 51.0
Hybrid (weighted) 62.4 66.0 51.0 56.0

6.1.2 Top-N Algorithm

Table 5 confirms the results in Table 4, where all metric scores indicate
that the approach based on user preferences performs best, followed by the
hybridization, the titles and descriptions and finally the object detection
approach. It can furthermore be stated that the scores in general are much
lower than the prediction algorithm scores in Table 4.

Table 5: Mean average performance scores in percentage (%) for 1000 users
from evaluation of the top-N algorithm. These scores have been computed
as explained in Section 5.2, where the evaluated data derives from the users’
known preference values and no cross-validation approach have been used.

Approach Precision Recall F-measure
Object Detection 43.6 14.6 21.3
Titles & Descriptions 51.7 29.9 37.3
User Preferences 58.8 71.9 64.0
Hybrid (weighted) 55.9 31.1 39.2

6.2 Visualization of Results

An example of the visualized top-N recommendation results from the console
output is shown below. Here, the k=3 most similar videos to the liked video
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called Kurt Cobain: Teen Spirit has been printed and presented, where the
similarity calculation has been based on the three underlying features. This
Kurt Cobain video is actually also used for testing purposes at Spotify, which
can be seen in the output where the object detection based approach finds
synonyms such as Subtitle Test: Episode 1 on line 17 and 68, and the user
preference approach proposes 3yy77hsyy897_3 and 3yy77hsyy897_1 on line
55 and 62. Synonyms with the exact identical titles and descriptions are
also found, such as on line 12 and 32. This result indicates that similarity
calculations seems to work properly. Another indication of this is that the
video called Jake Paul - Teen Party Takeover, on line 39, shares the word
Teen with the originally liked video title.

1 # Because you watched :
2 Playtrack ID : s p o t i f y : ep i sode : 7AO3WrJVPEsQp6pXxnXjUd
3 T i t l e : Kurt Cobain : Teen S p i r i t
4 Desc r ip t i on : Find out how the scent o f a woman i n s p i r e d Kurt

Cobain to wr i t e an anthem f o r the ages .
5 Detected o b j e c t s : {u ’ f o rk ’ : 2 , u ’ umbrel la ’ : 3 , u ’ e l ephant ’ : 1 , u

’ c l o ck ’ : 3 , u ’ stop s i gn ’ : 1 , u ’ cup ’ : 1 , u ’ bed ’ : 3 , u ’ couch ’ :
1 , u ’ person ’ : 84 , u ’ snowboard ’ : 3 , u ’ book ’ : 5 , u ’ b o t t l e ’ : 3 ,
u ’ s u i t c a s e ’ : 4 , u ’ cake ’ : 1 , u ’ b a s e b a l l g love ’ : 1 , u ’ cha i r ’ :
11 , u ’ r e f r i g e r a t o r ’ : 2}

6 Duration : 178 .99 sec
7 URL: https : // open . s p o t i f y . com/ ep i sode /7AO3WrJVPEsQp6pXxnXjUd
8

9 # We recommend f o l l o w i n g − based on s i m i l a r ob j e c t contents :
10 Playtrack ID : s p o t i f y : ep i sode : 4 HOqLYJjIy1JhIpRXQWyr7
11 T i t l e : Kurt Cobain : Teen S p i r i t
12 Desc r ip t i on : Find out how the scent o f a woman i n s p i r e d Kurt

Cobain to wr i t e an anthem f o r the ages .
13 Detected o b j e c t s : {u ’ f o rk ’ : 2 , u ’ t i e ’ : 2 , u ’ f r i s b e e ’ : 1 , u ’

umbrel la ’ : 3 , u ’ e l ephant ’ : 1 , u ’ cup ’ : 1 , u ’ c l o ck ’ : 4 , u ’
skateboard ’ : 3 , u ’ bed ’ : 2 , u ’ vase ’ : 1 , u ’ person ’ : 86 , u ’
snowboard ’ : 3 , u ’ book ’ : 4 , u ’ b o t t l e ’ : 3 , u ’ s u i t c a s e ’ : 2 , u ’
cake ’ : 1 , u ’ s c i s s o r s ’ : 1 , u ’ cha i r ’ : 10 , u ’ r e f r i g e r a t o r ’ : 2 , u
’ b a s e b a l l g love ’ : 1}

14 Duration : 178 .97 sec
15 URL: https : // open . s p o t i f y . com/ ep i sode /4HOqLYJjIy1JhIpRXQWyr7
16

17 Playtrack ID : s p o t i f y : ep i sode : 6 B9oBsrIvLfnU8cgjliFEX
18 T i t l e : S u b t i t l e Test : Episode 1
19 Desc r ip t i on : S u b t i t l e t e s t ep i sode 2
20 Detected o b j e c t s : {u ’ f o rk ’ : 2 , u ’ t i e ’ : 2 , u ’ f r i s b e e ’ : 1 , u ’

umbrel la ’ : 3 , u ’ e l ephant ’ : 1 , u ’ cup ’ : 1 , u ’ c l o ck ’ : 4 , u ’
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skateboard ’ : 3 , u ’ bed ’ : 2 , u ’ vase ’ : 1 , u ’ person ’ : 86 , u ’
snowboard ’ : 3 , u ’ book ’ : 4 , u ’ b o t t l e ’ : 3 , u ’ s u i t c a s e ’ : 2 , u ’
cake ’ : 1 , u ’ s c i s s o r s ’ : 1 , u ’ cha i r ’ : 10 , u ’ r e f r i g e r a t o r ’ : 2 , u
’ b a s e b a l l g love ’ : 1}

21 Duration : 178 .97 sec
22 URL: https : // open . s p o t i f y . com/ ep i sode /6 B9oBsrIvLfnU8cgjliFEX
23

24 Playtrack ID : s p o t i f y : ep i sode : 2 NPaoTCtimMnddsLLISsmq
25 T i t l e : The Pretenders : C h r i s s i e Hynde Elopes
26 Desc r ip t i on : When C h r i s s i e Hynde a young ex−pat l i v i n g in London

with an e x p r i i n g Visa needed an Engl i sh lad to stand by her
in marriage she turned to a tat tooed love boy named Sid
Vic ious . I t did not end we l l .

27 Detected o b j e c t s : {u ’ f o rk ’ : 1 , u ’ vase ’ : 3 , u ’ remote ’ : 5 , u ’ k i t e ’
: 4 , u ’ c l o ck ’ : 10 , u ’ car ’ : 1 , u ’ s k i s ’ : 4 , u ’ keyboard ’ : 2 , u ’
skateboard ’ : 4 , u ’ t i e ’ : 7 , u ’ person ’ : 183 , u ’ snowboard ’ : 3 , u
’ oven ’ : 2 , u ’ potted plant ’ : 3 , u ’ handbag ’ : 1 , u ’ s c i s s o r s ’ : 1 ,
u ’ cha i r ’ : 6 , u ’ t r a f f i c l i g h t ’ : 1 , u ’ b i rd ’ : 3}

28 Duration : 196 .61 sec
29 URL: https : // open . s p o t i f y . com/ ep i sode /2NPaoTCtimMnddsLLISsmq
30

31 # We recommend f o l l o w i n g − based on s i m i l a r t i t l e s &
d e s c r i p t i o n s :

32 Playtrack ID : s p o t i f y : ep i sode : 4 HOqLYJjIy1JhIpRXQWyr7
33 T i t l e : Kurt Cobain : Teen S p i r i t
34 Desc r ip t i on : Find out how the scent o f a woman i n s p i r e d Kurt

Cobain to wr i t e an anthem f o r the ages .
35 Detected o b j e c t s : {u ’ f o rk ’ : 2 , u ’ t i e ’ : 2 , u ’ f r i s b e e ’ : 1 , u ’

umbrel la ’ : 3 , u ’ e l ephant ’ : 1 , u ’ cup ’ : 1 , u ’ c l o ck ’ : 4 , u ’
skateboard ’ : 3 , u ’ bed ’ : 2 , u ’ vase ’ : 1 , u ’ person ’ : 86 , u ’
snowboard ’ : 3 , u ’ book ’ : 4 , u ’ b o t t l e ’ : 3 , u ’ s u i t c a s e ’ : 2 , u ’
cake ’ : 1 , u ’ s c i s s o r s ’ : 1 , u ’ cha i r ’ : 10 , u ’ r e f r i g e r a t o r ’ : 2 , u
’ b a s e b a l l g love ’ : 1}

36 Duration : 178 .97 sec
37 URL: https : // open . s p o t i f y . com/ ep i sode /4HOqLYJjIy1JhIpRXQWyr7
38

39 Playtrack ID : s p o t i f y : ep i sode : 5PgUC0WokkiJKDh3UF8m6p
40 T i t l e : Jake Paul − Teen Party Takeover
41 Desc r ip t i on : Jake Paul i s tak ing over Teen Party !
42 Detected o b j e c t s : {u ’ cake ’ : 1 , u ’ person ’ : 67 , u ’ s ink ’ : 1 , u ’

b o t t l e ’ : 1 , u ’ car ’ : 4}
43 Duration : 28 .56 sec
44 URL: https : // open . s p o t i f y . com/ ep i sode /5PgUC0WokkiJKDh3UF8m6p
45

46 Playtrack ID : s p o t i f y : ep i sode : 5 NqzIIPTlpIWKC8dFXFxlS
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47 T i t l e : BTS − Teen Party Takeover
48 Desc r ip t i on : BTS are tak ing over Teen Party !
49 Detected o b j e c t s : {u ’ person ’ : 150}
50 Duration : 20 .67 sec
51 URL: https : // open . s p o t i f y . com/ ep i sode /5NqzIIPTlpIWKC8dFXFxlS
52

53 # We recommend f o l l o w i n g − based on use r s with s i m i l a r
p r e f e r e n c e s :

54 Playtrack ID : s p o t i f y : ep i sode : 3 fGy6ElvSNi56XqpE6T9DS
55 T i t l e : 3yy77hsyy897_3
56 Desc r ip t i on : 3yy77hsyy897_3 WW NO DRM
57 Detected o b j e c t s : {u ’ spo r t s b a l l ’ : 1 , u ’ k i t e ’ : 1 , u ’ laptop ’ : 3 ,

u ’ t e nn i s racke t ’ : 1 , u ’ motorcyc le ’ : 3 , u ’ oven ’ : 1 , u ’ keyboard
’ : 3 , u ’ cha i r ’ : 3 , u ’ cat ’ : 1 , u ’ cup ’ : 3 , u ’ t r a f f i c l i g h t ’ : 2 ,
u ’ bowl ’ : 1 , u ’ t i e ’ : 5 , u ’ s k i s ’ : 1 , u ’ k n i f e ’ : 2 , u ’ umbrel la ’ :
1 , u ’ potted p lant ’ : 1 , u ’ handbag ’ : 1 , u ’ remote ’ : 3 , u ’

b a s e b a l l bat ’ : 2 , u ’ c l o ck ’ : 1 , u ’ skateboard ’ : 1 , u ’ b i rd ’ : 1 ,
u ’ person ’ : 154 , u ’ b o t t l e ’ : 6 , u ’ s u i t c a s e ’ : 4 , u ’ cake ’ : 1}

58 Duration : 372 .71 sec
59 URL: https : // open . s p o t i f y . com/ ep i sode /3fGy6ElvSNi56XqpE6T9DS
60

61 Playtrack ID : s p o t i f y : ep i sode : 0 z0Ftaac5v3xVbsp9qI9Z9
62 T i t l e : 3yy77hsyy897_1
63 Desc r ip t i on : 3yy77hsyy897_1_0 WW NO DRM
64 Detected o b j e c t s : {u ’ cup ’ : 1 , u ’ laptop ’ : 1 , u ’ t e nn i s racke t ’ : 2 ,

u ’ snowboard ’ : 1 , u ’ c a r r o t ’ : 1 , u ’ motorcyc le ’ : 1 , u ’ keyboard ’
: 4 , u ’ s c i s s o r s ’ : 2 , u ’ a i r p l a n e ’ : 1 , u ’ cha i r ’ : 1 , u ’ person ’ :
143 , u ’ t r a f f i c l i g h t ’ : 2 , u ’ book ’ : 7 , u ’ t i e ’ : 5 , u ’ b i rd ’ : 1 ,
u ’ k n i f e ’ : 1 , u ’ umbrel la ’ : 2 , u ’ bus ’ : 1 , u ’ s u i t c a s e ’ : 2 , u ’
toothbrush ’ : 2 , u ’ c e l l phone ’ : 4 , u ’ remote ’ : 1 , u ’ b a s e b a l l
bat ’ : 4 , u ’ c l o ck ’ : 1 , u ’ dog ’ : 2 , u ’ donut ’ : 1 , u ’ truck ’ : 1 , u ’
car ’ : 5}

65 Duration : 490 .41 sec
66 URL: https : // open . s p o t i f y . com/ ep i sode /0 z0Ftaac5v3xVbsp9qI9Z9
67

68 Playtrack ID : s p o t i f y : ep i sode : 6 B9oBsrIvLfnU8cgjliFEX
69 T i t l e : S u b t i t l e Test : Episode 1
70 Desc r ip t i on : S u b t i t l e t e s t ep i sode 2
71 Detected o b j e c t s : {u ’ f o rk ’ : 2 , u ’ t i e ’ : 2 , u ’ f r i s b e e ’ : 1 , u ’

umbrel la ’ : 3 , u ’ e l ephant ’ : 1 , u ’ cup ’ : 1 , u ’ c l o ck ’ : 4 , u ’
skateboard ’ : 3 , u ’ bed ’ : 2 , u ’ vase ’ : 1 , u ’ person ’ : 86 , u ’
snowboard ’ : 3 , u ’ book ’ : 4 , u ’ b o t t l e ’ : 3 , u ’ s u i t c a s e ’ : 2 , u ’
cake ’ : 1 , u ’ s c i s s o r s ’ : 1 , u ’ cha i r ’ : 10 , u ’ r e f r i g e r a t o r ’ : 2 , u
’ b a s e b a l l g love ’ : 1}

72 Duration : 178 .97 sec
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7 Discussion

7.1 Performance Scores

The results show that the overall performance scores are in the range from
about 40 % to 70 % for the prediction algorithm, and in the range from
about 15 % to 70 % for the top-N algorithm. The order of the best to worst
performing approach are the same for both algorithms, where the approach
based on user preferences performs the best, followed by the hybridization,
the titles and descriptions and finally the object detection approach. The fact
that the hybridized results are on second place is quite expected since the
majority vote of the three predictions is used to produce a new unified result.
In this scenario, the results from the best scoring approach is counteracted
by the results from the two less accurately performing approaches.

7.1.1 Prediction Algorithm

Considering the overall performance scores of the prediction algorithm, the
reason why the scores are not higher can be related to data sparsity. This is
one of the major challenges for recommender systems in general. The problem
is related to supervised learning problems, where little training data leads to
overfitting and no ability to generalize to new data.

In this work, the sparsity is caused by the fact that the ratio of videos
interacted with by users is low in comparison to the total number of videos in
the system’s database. Unfortunately, this fact is hard to change or prevent.
Some filtering and processing has been applied in this study in order to
reduce the sparsity. Even so, data sparsity remains high with only 8.41 %
known values in the user-video matrix. Furthermore, undersampling has been
applied in order to prevent misleading and overestimated accuracy, which
causes an even higher sparsity than the estimated percentage. However, this
study aims to compare the performance of different methods, and therefore,
the improvement of overall performance scores has not been in focus.

Furthermore, the results show that the approach based on object detection
features does not perform very well solely, and neither does it contribute to
improved performance scores of the hybridized results. The plain accuracy
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is close 50 %, which is as bad as random guessing. This indicates that there
is a low correlation between the user preferences and the video contents in
terms of object detection data. So, even if two videos are quite similar in
terms of object detection features, their contents are probably not relevant
at all from a user perspective. It could be argued that the bad performance
is related to data sparsity, although the object detection approach is clearly
performing worse in comparison to the other two approaches and to their hy-
brid results. Thus, it can be concluded that the object detection features are
bad descriptors of video contents and they are therefore not very appropriate
to use in the recommender system.

On the other hand, it could be argued that the implemented techniques
for extracting features (e.g. object detection based on frequencies), data
preprocessing (e.g. PCA, normalization) and the selected model (e.g. k-NN)
have not been suitable for the dataset at hand. There is a possibility that
other not yet tested techniques and models would yield better performance
scores, and this should not be forgotten.

There are also some limitations in the system that might prevent the object
detection approach from performing in its full potential. The first problem is
related to the limited range of object categories, and how suitable these are
to the detectable visual objects in the videos at Spotify. The next problem is
related to the fixed maximum number of frames per video, which might result
in that some of the important objects are missed and not detected. This is
in particular problematic for videos with longer durations, since a smaller
portion of those videos has been processed. It could also be argued that the
result from Deldjoo et al. [5], which shows that visual features extracted
in both full length videos and trailers gives the same result, should be valid
in this study as well. However, analyzing low-level stylistic features such as
lighting, color and motion cannot really be compared to the object detection
data in this matter.

7.1.2 Top-N Algorithm

Another aspect to discuss is the evaluated top-N approach, where the per-
formance scores in general are lower than the prediction algorithm results. It
should be emphasized that this algorithm is quite simple and the results are
therefore less reliable. The top-N results verify that the order of the best to
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the worst performing approach is the same as for the prediction algorithm,
which increases the credibility of the results.

To elaborate upon the lower performance scores, this could be explained by
the nature of top-N approaches, where the number of recommended items
directly affects the measured accuracy as discussed in Section 2.3.9. As seen
in Table 5, recall scores are in general lower than precision and F-measure
scores. The explanation for this is that the recommended N items tend to
be quite few, and thus, the algorithm is more likely to miss recommending
relevant items. This increases the number of false negatives, which decreases
the recall score.

In some cases, none of the recommended items produced by the top-N al-
gorithm are possible to test. This leads to zero performance scores and de-
creased average scores, which has been captured in the results. Even though
more N items were to be recommended, the increased false positive rate
would affect precision negatively. Therefore, the neighborhood parameter
would need to be tuned in a user specific manner in order to improve the
performance scores of the top-N approach, which has not been done. How-
ever, how the different models perform in contrast to each other has been
captured independently of the number of recommendations, which has been
the most important aspect to consider.

7.2 Visualized Results

Printing the top-N results as output in the console has also contributed to
some interesting insights about the data. First of all, synonymy has been
discovered. Recommending synonyms would be undesired in a real recom-
mender system. However, this does not affect the prediction algorithm results
since only the videos that appear in the users’ known preference values are
tested and evaluated. The top-N results might be affected, because the algo-
rithm tends to find and recommend those items. However, the content-based
approach could theoretically distinguish and exclude these items by analyzing
their similarities, which is not possible within collaborative techniques.
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7.3 Deployment of System

Considering the current implementation, some adjustments to the system
would need to be made in order to produce more practical recommendation
results for real users at Spotify. One aspect would be to exclude synonyms
from being recommended. Then, countries would need to be taken into
consideration before recommending content to users that only is available
in specific countries. Another aspect is to enable ranking of the predicted
results.

Furthermore, it has been shown that the method based on user preferences
generates the best performing results according to the scores presented in Ta-
bles 4 and 5. This data is usually used within collaborative approaches, and
not in content-based systems as done in this study. This might be an indi-
cator of that a collaborative approach, implemented on the Spotify dataset,
would outperform all of the implemented recommender systems in terms of
accuracy. However, this is only a speculation.

Considering a deployment of a video recommender system at Spotify, using a
hybrid filtering technique with collaborative and content-based systems could
be beneficial. This would make it possible to overcome the issues related
to the individual techniques, and thereby provide better and more robust
recommendation results. In case a collaborative system indeed performs
better, a hybrid switching system could be appropriate. This would mainly
recommend collaboratively and switch to the content-based system whenever
the technique reaches limitations (e.g. new item problem). For the content-
based part of the system, it can still be discussed weather the object detection
features should be used due their lower performance. The system would
perhaps perform better based on solely the title and description features.
As discussed, some adjustments to the current implementation would also
need to be made in order to produce more practical recommendations for
real users at Spotify.

It should still be emphasized that the object detection approach is effective in
other aspects, such as coverage. The approach can produce recommendations
in extreme new items situations, where there are no other video data available
than the video files. Using an improved version of the object detector that
might perform better should therefore not be disregarded before it has been
examined.
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7.4 Limitations of Accuracy

Evaluating the system solely based on accuracy can be somewhat problem-
atic as discussed in Section 2.3.9. It can also be argued if the playback
times actually are representative of the actual users’ preferences. Therefore,
measuring other aspects, such as coverage, novelty, serendipity, diversity, ro-
bustness and stability, confidence and trust, scalability and conversion rates
is important as well. This could give a better representation of the actual
system quality.

7.5 Generalization of Results

The results show that visual video features extracted via object detection
from video files do not perform well in terms of accuracy in the implemented
recommender system. However, the results cannot be generalized to apply
for other systems before the approach has been evaluated in different environ-
ments and for various data sets. If the same results would be obtained, this
would increase the credibility of the results and make them more statistically
reliable and generalizable.
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8 Conclusion and Summary

In this thesis, various machine learning domains have been combined in or-
der to extract low-level visual features via object detection and use this in
a recommender system. Three different content-based systems have been
implemented that are based on different video features: object detections,
titles and descriptions, and user preferences. In order to investigate the
performance of the object detection approach, the three systems have been
evaluated and compared against each other together with their weighted hy-
brid results. The system has been implemented at Spotify and is based on
a dataset that have not yet been used or explored in any other work be-
fore.

Two algorithms have been implemented, the prediction and the top-N al-
gorithm, where the former is a more reliable source of evaluation. The
prediction algorithm is based on the k-nearest neighbors classifier and its
evaluation has been done through the k-fold cross-validation approach mea-
sured in mean average accuracy, precision, recall and F-measure scores. The
top-N results have been visualized in order to verify that the algorithms work
as expected. Additionally, performance scores from the top-N algorithm has
been measured in precision, recall and F-measure, which has been used as a
secondary source of evaluation.

Overall, the study shows that the performance scores are in the range of from
about 40 % to 70 % for the prediction algorithm, and from about 15 % to 70 %
for the top-N algorithm. The reason why the system does not perform better
can be explained by data sparsity and some other factors. However, the focus
of this study has been comparing methods rather than to improve the overall
performance scores. The final comparison indicates that the order of the best
to worst performing approach is the same for both algorithms. The approach
based on user preferences performs best, followed by the hybridization, the
titles and descriptions and finally the object detection approach.

It can be concluded that the object detection features do not perform very
well solely, neither do they contribute to improved performance scores of
the hybridized result. Thus, there is a low correlation between the user
preferences and the video contents in terms of object detection data. The
object detection features are not very good descriptors of the video contents,
which makes them less suitable to use in the recommender system. It should
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also be emphasized that the results of this study cannot be generalized to
apply for other systems. Therefore, the approach would need to be evaluated
in other environments and for various data sets in order to increase the
credibility of the results, and furthermore become more generalizable.

80



9 Future Research

The study has showed that there are plenty of room for refinements of the
system and a lot of interesting research areas for future work. The object
detection approach has a lot of potential to be improved with regards to
new image recognition techniques, improved accuracy of detection models,
extended object categories and the use of other techniques in order to extract
features through object detections. Furthermore, the object detection data
could be combined with other data sources in order to provide more predictive
video features. It would also be interesting to investigate if there are any
particular object categories in the existing dataset that are more correlated
to the overall user preferences, which potentially could reveal some more
predictive features.

Other machine learning techniques could also be explored in order to extract
additional visual, aural or textual video features. Aural features have a lot of
potential to perform well since a large portion of the videos at Spotify are mu-
sic related, and it seems reasonable to recommend based on the users’ music
taste. Another data source with potential is video subtitles. These contain
a lot of text that could be represented through paragraph vectors, which
has been shown to perform well together with content-based techniques. It
should be emphasized that there were no subtitle data available at Spotify
during the implementation of this study.

The recommendation algorithm can also be improved in various ways. In-
volving user specific parameter tuning, model selection, feature selection and
weighting or other preprocessing based refinements are a few examples. Fur-
thermore, a collaborative system could be implemented and hybridized with
the content-based approach in order to improve the system’s overall perfor-
mance. In addition to accuracy, other performance metrics would also need
to be computed in order to capture a more representative measure of the
system’s quality. Finally, increasing the credibility of the results and mak-
ing them more generalizable would require evaluating the approach in other
environments and for various data sets.
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Appendix A List of Object Categories

Table 6: List of object categories that are based on the COCO dataset [35].

person elephant wine glass dining table
bicycle bear cup toilet
car zebra fork tv
motorcycle giraffe knife laptop
airplane backpack spoon mouse
bus umbrella bowl remote
train handbag banana keyboard
truck tie apple cell phone
boat suitcase sandwich microwave
traffic light frisbee orange oven
fire hydrant skis broccoli toaster
stop sign snowboard carrot sink
parking meter sports ball hot dog refrigerator
bench kite pizza book
bird baseball bat donut clock
cat baseball glove cake vase
dog skateboard chair scissors
horse surfboard couch teddy bear
sheep tennis racket potted plant hair drier
cow bottle bed toothbrush
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Appendix B Technical Details

This appendix provides the technical details about the system implementation,
where the application structure and architecture, the used programming lan-
guages, frameworks, libraries and modules are presented. Responsibilities and
workflows of the scripts that are part of the application are also presented.
Finally, the development approach that has been used during the implemen-
tation of the system is presented.

B.1 System Architecture

The whole system is implemented and integrated in one coherent Python4

application. All the different parts of the system including bash scripting,
SQL and BigQuery [82] integration, communication with CMS servers and
Elasticsearch, data preprocessing and filtering, running parallelized object
detection processes and the generation of recommendations are integrated in
the application.

With this architecture, the whole system can run from a main class and the
individual scripts can also run separately if preferred. This separation has
been beneficial for efficiency purposes during the implementation process.
Theoretically, the application can run one script after another automatically.
However, the object detection usually takes a couple of days to complete when
there are hundreds of video files to process. Therefore, the object detector has
been run remotely in the background, while other parts of the system have
been implemented locally. Development and testing have been done mainly in
the local Mac OS environment. Completed implementations have thereafter
been transfered to the remote machine with Ubuntu OS. GitHub5 [96] has
been used for version control, which also has enabled smooth transfers of
code between the machines. Although some complications have occurred
during the process due to the different OS environments, these issues have
been fixed as they occurred.

The remote machine is a virtual machine with Ubuntu OS that has access to
the distributed file system, in which the video files are located. The initial

4Python 3.5.0 on remote machine, 3.5.4 on local machine.
5GitHub is a website and service for version control using git [96].
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decision to download the video files locally and to run the object detector pro-
gram from there was disregard after some efficiency tests of the downloading
speed, which appeared to be very slow and problematic. Another advantage
is that the remote machine has more CPU power than the local machine,
implying that parallel processing has been more efficiently used.

The use of global variables that are accessible from other application scripts
has also been beneficial. These variables can be accessed by importing the
script that defines the variable. For example, if one script uses a file which is
the output from another script, they would both need to know the filename
variable. If the variable is defined only once, this would prevent bugs or
crashes when for example changing the filename. Furthermore, the integrated
system architecture makes it easy to follow and understand program flows
and how the different parts are connected.

The system is mainly implemented in the Python language. The scripts and
queries are written in Bash and SQL languages, which have been integrated
in the Python application via the subprocess [97] and the pandas_gbq [98]
module, respectively. The system also uses frameworks for machine learn-
ing and computer vision, such as Scikit-learn [83], TensorFlow [6], [7],
moviepy [97] and gensim [95] for the Doc2Vec implementation. Regarding
data management, mainly pandas [98] has been used. Parallel processing
has been implemented through the multiprocessing [97] module.

B.2 Program Overview

An overview of the program and application structure is presented in Fig-
ure 22. A screenshot of the terminal window showing the application running
remotely can be found in Figure 23, Appendix C.
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video_recommender.py

process_endvideos.py

download_bq_data.py

parallel_detect.py

load_playtrack_info.sh

process_playtracks.py

object_detector.py

recommender.py

Figure 22: Graph showing the application structure and architecture. The
program flow is illustrated through the order the scripts that starts from
the top at video_recommender.py and ends at recommender.py. How the
scripts are connected to each other is also illustrated in the graph.

B.3 Program Details

B.3.1 video_recommender.py

The main script is called video_recommender.py. It does not contain a lot of
code, but rather defines some global variables and the commands to interact
with other scripts within the application as shown in Figure 22.

B.3.2 process_endvideos.py

This python script triggers download_bq_data.py that downloads the initial
dataset from BQ based on a specified date range if it has not been downloaded
yet. Then, the data is processed and an intermediate user-video matrix is
created that contains the users’ video playback times as values. The matrix is
saved for later use in a file called user_video_matrix_<date_ range>.txt
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and the unique video IDs are stored in another file called playtrack_ids_
<date_range>.txt.

B.3.3 download_bq_data.py

This python script downloads data from BigQuery [82] via the SQL query
described in Section 3.2.4. The integration with the Python environment
has been done through the pandas_gbq module. Without this integration,
it would be necessary to run queries through the BigQuery website, save
the results into tables, transform the tables into CSV data through Google
Cloud’s Storage service, and finally download it locally. Additionally, the
data would have to be moved into correct file directories in order to be found
by the Python application. The implemented download_bq_data.py script
automatically does all of these steps, which has been beneficial for increased
efficiency during the implementation process.

B.3.4 parallel_detect.py

The parallel_detect.py script handles the parallelized processes for ex-
tracting object detection data through processing video files. Parallelization
is handled by the multiprocessing [97] library. The script receives the
playtrack_ids_ <date_range>.txt as input. Then, the not yet processed
videos are divided into equal parts in temporary files. Each temporary file
is then processed in parallel.

In each parallel process, load_playtrack_info.sh triggers the mapping pro-
cess in order to collect file paths, URLs and other video metadata. This
data is then fed to process_playtracks.py for cleaning of incorrect values.
Then, the object_detector.py takes the cleaned and processed information
as input and outputs the object detection results. The output from the ob-
ject detector is contentiously written to video_data.txt together with the
previously collected video data in order to prevent any data loss in case of a
program crash. This has been considered important because object detection
is a time consuming and computationally expensive operation.

97



B.3.5 load_playtrack_info.sh

The bash script load_playtrack_info.sh is responsible for the mapping
process between video IDs and their corresponding video information. The
script takes an input file that contains video IDs and it uses various curl
commands and queries to CMS servers hosted by Spotify and to Elastic-
search6 [99] in order to map each ID to its corresponding relevant informa-
tion, such as file paths, download URLs, titles, descriptions and other video
metadata. After the mapping process completes, the collected data is stored
in a new temporary output file.

B.3.6 process_playtracks.py

This python script is a intermediate layer between the load_playtrack_info.sh
and the object_detector.py script that handles the cleaning of some incor-
rect or missing data values in the file path and URL values. Details about
the filtering has already been presented in Section 3.2.4.

B.3.7 object_detector.py

The object_detector.py script implements the TensorFlow7 Object Detec-
tion API [6], [7] for extracting object detection data from video files. The
default output from the API did not provide all the necessary data. There-
fore, some additional modifications to the default implementation has been
made in this study.

One modification is to define a threshold to maximum 100 iterations per
video, which limits the number of frames that are processed. The intention
with this is to limit the execution time when a large set of files are processed.
To elaborate this, a video is usually recorded with 24 frames per second
(fps), which theoretically provides 24 frames to process per second. Since
each frame took a couple of seconds to process in the current environment,
the execution time for processing hundreds of files would become very long,
up to months. From another perspective, it is even useless to process frames

6Elasticsearch [99] is a distributed, RESTful search and analytics engine.
7TensorFlow version 1.4.0 on remote machine.
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very frequently, because they contain the same detectable objects and this
does not provide any new information.

With this threshold, a maximum of 100 frames have been processed per
video and these have been equally distributed over the total video duration.
In videos that are less than 100 seconds, one fps has been processed instead.
Considering that the videos in the collected dataset have a mean duration
of 247.79 seconds, the mean fps rate becomes 0.4, which corresponds to pro-
cessing new frames each 2.5th second. This has appeared to be a reasonable
setting since not too much information have had to be lost.

Instead of providing new videos or images as outputs of the program some
modifications have been applied in order to receive a more usable output
format for the recommender system. The bounding box outputs that are
provided by the API has not been very useful to apply in the recommender
system. Therefore, new outputs have been implemented in form of dictionar-
ies holding the detected object as keys and their respective counts as values.
The output dictionaries are written to the video_data.txt file together with
the video durations and the other previously collected video data, which has
been illustrated in Figure 14, Section 3.2.3.

Furthermore, testing of the pre-trained models has revealed some classifica-
tion errors in the detected objects. In order to minimize these errors, the
default certainty threshold was increased from 50 % to 75 %. An example
from testing is presented below, where a 20 seconds video has been processed
in order to analyze the output results. This video corresponds to the same
advertisement video as the one illustrated in Figure 1 and Figure 2, Sec-
tion 2.2.2.

The output dictionary after processing the video (certainty threshold 75
%):

{’knife’: 1, ’bowl’: 2, ’cup’: 2, ’wine glass’: 30,
’pizza’: 1, ’hot dog’: 1, ’sandwich’: 2, ’apple’: 1,
’person’: 75, ’tie’: 6}

The output dictionary after processing the same video (certainty threshold
50 %):

{’knife’: 1, ’bowl’: 3, ’dog’: 1, ’cup’: 3, ’donut’: 2,
’cell phone’: 1, ’bottle’: 3, ’potted plant’: 2,
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’broccoli’: 1, ’apple’: 1, ’wine glass’: 31, ’hot dog’: 1,
’pizza’: 2, ’cake’: 2, ’sandwich’: 2, ’orange’: 1,
’person’: 95, ’tie’: 6}

In the latter results (50 % certainty threshold), some of the misclassified
objects are for example dog, cell phone, broccoli and hot dog. Note that when
objects are found multiple times in one image (e.g. a crowd of humans),
these are counted multiple times. However, the default setting of the API is
that at maximum 20 detections can be detected per frame.

B.3.8 recommender.py

The recommender.py script is the last part of the system, where all data is
assumed to be collected and processed. Most importantly, this script com-
putes predictions and evaluates these as described in Section 5. The script
also handles some additional filtering steps, which are based on integrating
the previously collected data. Building the user-video matrix is also part of
this script. This has been described in Section 3.2.4 and Section 3.3.

B.4 Scalability

Scalability aspects have been important during the implementation of the sys-
tem. Some aspects that have been considered is automation and efficiency.
The automated mapping process and the parallelized object detection pro-
cesses are some examples of this. Filtering and dimensional reduction have
also reduced the data size, which contributes to more efficient calculations.
The recommendation algorithm and its evaluation is furthermore very quick
due to the application of machine learning models and the data management
based on offline computations and storage. Thus, looping over thousands of
users in order to retrieve performance scores has been very effective. The
last aspect is a coherent application structure, where program flows, system
settings and parameters are easy to understand and change.
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B.5 Development Process

An iterative development approach [100], [101] has been applied during the
implementation of the system. The development of the system has been split
up into smaller parts (e.g. data collection, preprocessing, filtering, object
detection, recommendation), which have been implemented through different
iterative cycles. Each cycle involves more or less five steps: planning, analysis
and design, implementation, testing, and evaluation. After evaluation, the
improvements for the next iteration cycle has been defined. The cycles have
then been repeated until all parts of the system have been completed and
integrated.

Furthermore, all the system parts have had dependencies to each other. For
example, the implementation of the recommendation algorithm has been
heavily dependent on available data, which also has been dependent on how
the object detector works. An initial project goal definition and a final eval-
uation of the system has also been a part of the development process, but
not within each iterative cycle. The five phases of the iteration cycle are
summarized below.

Planning: The planning phase has involved defining requirements and func-
tionalities that are necessary in order to complete the iteration goal. Prepar-
ing for upcoming steps has also been an important part of the planning
process.

Analysis and Design: After the planning phase, an analysis has been
performed in order to understand needs, such as data, systme designs and
other technical requirements. Regarding data, quite many aspects have been
considered in order to understand how to proceed. Some aspects that have
been questioned and analyzed are the following: What data do we need?
What data do we have and not have? How can data be collected and used?
How much data to collect? How to apply filtering and preprocessing? Is the
available data good enough to be used?

Implementation: In this phase, the defined designs and requirements from
the previous step have been coded and implemented. In general, shorter
programs or functions have been built that could be tested individually. Im-
plementations of new code or changes have been continuously tested and
version controlled.
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Testing: The implemented code has continuously been tested in order to
identify any potential bugs or issues. Testing has mainly been done through
verifying that outputs and results are reasonable and that the program runs
as expected. In addition, some more manual verification tests and experi-
ments have been performed, such as looking at the image or video outputs
processed by the detection API, testing different pre-trained models and
ensuring that the correct files are processed with regards to their IDs. Fur-
thermore, some efficiency tests of the parallelized processes have been made.
More importantly, the top-N algorithm has been implemented in order to
visualize and analyze the generated recommendation results.

Evaluation: After testing, the results have been evaluated. This has re-
vealed possible improvements to the system, such as making it work better,
fixing bugs, increasing efficiency or obtaining better results. An example of
this is that the object detector program constantly has been modified with
improvements and changes. Thus, the whole video dataset has been pro-
cessed a couple of times with refined versions of the program. Regarding the
recommender algorithm and its evaluation, different techniques have been
implemented, tested and improved. For example, the first version of the al-
gorithm was very simple and it has been iteratively improved over time.
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Appendix C Application Running

Figure 23: Screenshot of the terminal window showing the application run-
ning on the remote machine. Some of the input settings and data are dis-
played, such as the date range, the number of videos to process, the running
parallel processes, the pre-trained model choice and the iteration threshold
set to maximum 100 frames per video. Here, model number 3 corresponds to
faster_rcnn_resnet101_coco as presented in Figure 3, Section 2.2.2. The
output from the filtering process in process_playtracks.py can also be
seen in the terminal window. The last row shows an object detection process
that just started. This process will iterate over 56 frames in the particular
video and collect the desired object detection data.

103


	Introduction
	Problem Definition
	Thesis Content and Structure

	Background
	Machine Learning
	Supervised Learning
	Unsupervised Learning
	K-Nearest Neighbors
	Preprocessing and Feature Extraction

	Deep Learning
	Image Recognition
	Object Detection API
	Vector Space Models

	Recommender Systems
	Phases of Recommender Systems
	User Feedback and Preference Data
	Recommendation Filtering Techniques
	Content-Based Filtering
	Collaborative Filtering
	Content-Based versus Collaborative
	Hybrid Filtering
	Evaluation Methods
	Evaluation Metrics

	Related Work
	Implemented System

	Data
	Videos at Spotify - Ads vs. Episodes
	Data Collection
	Data Sources
	BigQuery and EndVideo data
	Mapping Process
	Data Filtering and Selection

	User-Video Matrix

	Preprocessing and Feature Extraction
	Features from User Preferences
	Features from Titles and Descriptions
	Features from Object Detections

	Recommendation Algorithm
	Prediction Algorithm
	Attempts to Improve Algorithm
	Limitations of the Algorithm

	Top-N algorithm

	Results
	Performance Scores
	Prediction Algorithm
	Top-N Algorithm

	Visualization of Results

	Discussion
	Performance Scores
	Prediction Algorithm
	Top-N Algorithm

	Visualized Results
	Deployment of System
	Limitations of Accuracy
	Generalization of Results

	Conclusion and Summary
	Future Research
	Appendix List of Object Categories
	Appendix Technical Details
	System Architecture
	Program Overview
	Program Details
	video_recommender.py
	process_endvideos.py
	download_bq_data.py
	parallel_detect.py
	load_playtrack_info.sh
	process_playtracks.py
	object_detector.py
	recommender.py

	Scalability
	Development Process

	Appendix Application Running

